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1 Executive Summary

Managing the heterogeneous and partly broadband-capable infrastructure of tomorrow’s
Internet requires suitable and scalable technology as well as mechanisms in support of
viable economic means of service deployment and provisioning. Such services will
advance beyond the pure Internet Protocol (IP) access and need to cover value-added
services as well. Currently, an economic unfairness exists in the current Internet and in a
converged IP infrastructure also.

Thus, work in Work Package 8 (WP8) so far has been documented in this deliverable D8.1,
addressing readers being familiar with traditional network management and basic
economics. The state-of-the-art on both areas, focussing mainly on the use case of network
service provisioning, has been pin-pointed and due to the presentation of newly developed,
integrated concepts as well as ideas the discussion of emerging, urgent, and required
research questions, technology requirements, and future economic management schemes
has been included.

Driven by these considerations, the need for developing advanced network management
techniques becomes obvious, of course, only based on well defined roles and models,
covering promises and interactions, that will enable multiple parties to access this
infrastructure in a technically suitable, efficient, and economically fair manner. This step
beyond the current state of network management — in terms of models and mechanisms
— will lead to a common and administrable information infrastructure, which in turn can be
operated economically and efficiently under predefined assumptions.

Addressing those integrative trends does require to define and specify models, which will
follow the key concerns of technology and economic mechanism requirements. Thus, the
set of five models forms the basis for an integrated network management modelling,
addressing economic and technical aspects in an integrated manner. The role model
determines players together with their specific behavior in the multi-user and multi-provider
domains of service usage and offering. The service model outlines the type of services
envisioned and specified. The charging model identifies key activities to be undertaken for
being able to pay for a certain service usage a fair and announced price. Finally, business
models, as shaped by those three models mentioned, find instantiations for operations in
deployment models.

Based on this set of basic models, a number of key mechanisms — in support of technical
and economic dimensions — and, thus, in support of an overall economic management are
analyzed, defined, and discussed in a close level of detail. Since mechanisms in support of
management tasks in a distributed system consist out of the two different types of technical
mechanisms and economic mechanisms, the approach with Service Level Agreements
(SLA) defines service quality and delivery actions, which specify services and their
characteristics. The subsequent service provisioning process — driven by those
specifications and guided by the service model’s interdependencies of service functionality
as well as network management support functionality — ensures a customer/user to
provider relation based in common grounds. In addition, this specification is followed by a
negotiation scheme, under which those two roles will be able to agree on parameters,
parameter sets, values, and characteristics to be applied explicitly in a given service usage.
This overall process may be guided by policies, determining rules, which do address
context-specific details to be applied for a certain case, such as operator specifics, service
characteristics, or market segment concerns. Finally, the accounting in the technical sense
addresses the collection of data, which originate from measurement points and define the
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service-specific definitions of resources, actions, and events, which have taken place in the
service usage phase. Those mechanisms will serve as the basis for the charge calculation
based on any type of accounted for information, which combine technical and economic
parameters to ensure that the business model is attached to the service model via the
charging model and vice versa.

To be able to address those economic basics in the most fine granular level of details
possible and for defining a suitable service quality and delivery action, economic measures
and cost parameters form the appropriate basics. This definition and a discussion of a
sample is followed by a detailed view onto mobile micro-payment schemes and their
respective accounting systems in support of extremely low-value transactions required for
various on-line services. Furthermore, the analysis of two concrete examples is undertaken
in terms of service provisioning templates, under the assumptions of existing SLAs.

Finally, work in WP8 went beyond a pure formal deliverable. Therefore, a number of joint
papers of EMANICS partners investigates emerging research questions on economics in
network management in a wider range, such as bandwidth trading, accounting for grids,
uncertainty modelling, and Peer-to-peer (P2P) fairness management. Those to be worked
on, intermediate, and already finalized results have been included as an Appendix to D8.1
to document the work undertaken and the collaboration results achieved.
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2 Introduction

Managing the broadband-capable infrastructure of tomorrow’s Internet — based on the
Internet Protocol IP — requires suitable technology and mechanisms as well as valid and
viable economic means, which will

e lead to a generic information infrastructure and
e enable multiple parties’ access to this infrastructure in an economically fair manner.

In particular the economic dimension of network management has to be an integrated part
of an overall broadband network solution, including existing technologies on layer 2 (Data
Link Layer), such as POTS (Plain Old Telephony System), FR (Frame Relay), ISDN
(Integrated Services Digital Network), WLAN (Wireless Local Area Network), and layer 1
(Physical Layer), such as SDH (Synchronous Digital Hierarchy) or xDSL (Type x Digital
Subscriber Line). While different technical and economic measures depend on various
factors and influence providers’ charging models, their

e mechanisms for broadband accounting and network state supervision,
¢ their management optimization dimension, and
e their way of technical operations

have to be integrated in a common fashion.

Addressing especially the economics of the Internet as a whole, the Internet in its current
form has determined the basis for many successful business models and companies in turn
[36]. However, these companies typically belong to one or more of the following categories:
equipment vendors, software vendors, advertisers, and retailers. In general, those
successful companies did not belong to the carrier and IP service provider category [36].
Thus, three problems [36] may be considered to be one major root of the Internet profit
dilemma:

e “The fixed-price model of Internet access, created when dial-up connections limited how
much traffic a user could generate or receive, makes it hard to charge more for new
uses of the Internet. This has encouraged exploitation and expansion of the Internet
usage, but without a proportional increase in the revenues of those who must invest to
expand the capacity of the Internet itself—and more capacity is needed to sustain more
usage” [36]. The view on Internet pricing and communications in general may be
obtained in a larger and complete overview in [38].

e “The lack of commercial-grade interfaces between Internet Service Providers (ISP)—
i.e., interfaces that include guarantees of performance and settlement for service
participation—has discouraged the deployment of enhanced features like Quality-of-
Service (QoS). There are technical means to provide QoS between ISPs, but there
exists no legal requirement for inter-ISP settlements, like that for most Public Switched
Telephony Network (PSTN) common carriers. Additionally, no business-level solution
from the Internet community seems to be in place in a agreeable manner” [36].

e “Adding capacity to an IP network means adding resources. While those resources can
be offered for sale as “priority services” supporting a theoretical premium service class,
they also generally make “best effort” services better, encouraging users to roll the dice
on how good “best effort” might be, and making it harder to sell premium services” [36].

Additionally, the well-received notion of convergence — basically determining the
integration of IP and telecommunications on a single platform — or even the adoption of an
IP infrastructure as the universal communications basis for all services emphasized this
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dilemma. Due to these dramatic technology changes an additional area of problems has
been created:

e “If convergence on IP means convergence on the Internet, revenues for today’s legacy
services seem doomed to disappear” [36].

Since these services in the U.S.A. currently constitute more than US$ 240 billion in annual
revenues, and the U.S.A. market for Internet services at full business and consumer
penetration (including broadband modernization) is probably worth no more than between
US$ 50 billion and US$ 80 billion in annual revenue, this would mean killing more than two-
thirds of the current service provider revenues [36].

These issues pinpoint the need of well defined management techniques that will lead to a
generic information infrastructure and will enable multiple parties access to this
infrastructure. Additionally, while major factors as of technical and economic management
have been addressed until now in the research community as separated activities, such as
achieving technical efficiency of accounting modules, definitions of charging models
independent of technological prerequisites, maintaining viable Service Level Management
(SLM) aspects, and determining management-independent broadband services models,
the inter-operation model of those essential components still remains to be designed. This
is one task of this WP8 of EMANICS.

The development of a customer service management approach and corresponding
interfaces as the foundation of the integration of a production environment is essential. In
addition, the mapping of different QoS architectures and parameters between
organizational boundaries and platforms will lead to an approach to map QoS parameters
to the infrastructure, across organizational boundaries, and onto charges to be paid for by
the customer. The envisioned future of broadband networks has the potential to become an
enabler for attractive new kinds of services and applications in the business as well as the
private sectors. Therefore, the need for appealing new service offerings and their
management solutions is emerging. Those solutions have to be provided to customers with
a guaranteed QoS at an agreed upon or negotiated cost and have to be captured in a
legally binding and technically supervised contract, typically combined into a Service Level
Agreements (SLA), which includes the Service Level Specification (SLS).

These areas — amongst other to be described and analyzed — determine those
collaborative and joint research efforts addressed in the initial form in this deliverable of
EMANICS’ WP8. Therefore, an investigation and integration effort to make those effects
configurable to various network and service provider needs is targeted at within this work-
package.

2.1 Purpose of the Document D8.1

Deliverable D8.1 addresses two key questions and two groups of readers. While the
technical purpose of this document is to describe and document the state-of-the-art in
advanced network management and economic control schemes, mainly focussing on the
network service provisioning case, it summarizes additionally on a per-model and
mechanisms basis the key problems to be addressed and solved in an integrated economic
management approach. New and advanced possibilities are explored, which combine the
traditionally separately considered domains of technical and economic management.

Thus, the readership envisioned covers on one hand EMANICS partners to obtain a clearly
defined and well explained view on roles, models, and mechanisms, which form the basis
for many steps undertaken in EMANICS. On the other hands, the document is addressed
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toward the network management community as a whole to document the advantages to be
encountered, if economic management techniques are integrated fully and transparently
into traditional models of network management.

2.2 Document Outline

The initial set of basic models (cf. Section 3) and key mechanisms (cf. Section 4) —
addressing technical and economic dimensions — in support of an overall economic
management are outlined below. Following a short section on preliminary conclusions in
Section 5, a glossary of key terms in Section 6 summarizes key terminology. Bibliographic
references in Section 7 and a list of abbreviations in Section 8 complement this work with
respective data for further study or organizational help.

Finally, as it is intended for a Network of Excellence major selected cooperation work is
applied on top of this fundamental basis work in terms of an initial set of joined papers, as
attached in the appendices of Section 10. Apart from those, a limited number of single
affiliation papers have been added, which started in the technical and economic areas of
EMANICS and WPS8 before the official start of the Network of Excellence and which
underline as well as the strong research efforts being undertaken by WP8 partners.

3 Existing Key Models

The basis for any type of joint and collaborative work, especially in the field of network
management, is laid by the definition of core models, which determine the key for common
agreements, technologies, and mechanisms to be applied. Thus, based on the summary of
key terms and their definitions, the following five models are introduced, their inter-relations
are discussed, and their major basics are described:

e Deployment Model
e Business Model

¢ Role Model

e Service Model

e Charging Model

Those will be used within the Economic Management Work Package WP8 to base all joint
work. Additionally, other EMANICS work-packages will benefit from many precise
definitions, which determine the basic outline of technical and economic management
foundations.

To provide an initial and structured overview of the approach undertaken here, Figure 1
summarizes those five major EMANICS models and outlines their course-grained
interdependencies in terms of a three level hierarchy. Thus, Figure 1 includes the
respective assignment of business model elements to the underlying models of roles,
services, and charging. In addition, it depicts that the deployment model forms a formalized
path to an instantiation of the business model based on a set of concrete and case-specific
assumptions.

Accordingly, the EMANICS-specific perception of business models is determined by means
of (a) which value propositions (Service Model; cf. Section 3.3) are made and (b) a single or
multiple interacting actors characterized by player-specific incentives and behavior (Role
Model; cf. Section 3.2) are able to achieve economic profits (Charging Model; cf.
Section 3.4).
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Deployment Model

Business Model

Role Model Service Model Charging Model
e Value Network e Value Proposition e Cost Structure and
e Market Segment e Value Chain Profit Potential

e Competitive Strategy

Figure 1: EMANICS Business Modeling Overview

3.1 Business Model

A vast number of business model definitions is found in economic literature. In the
comprehensive study of [39], various existing approaches are outlined, mainly by
comparing and classifying them according to various dimensions. This investigation was
driven originally by a focus on business models for electronic commerce. Even though this
narrow perspective was widened again in order to cover approaches not being Information
and Communication Technology (ICT)-centered only, this study represents a highly
valuable resource in terms of an embracing overview of business models applicable to
electronic businesses, thus, being especially applicable to network management areas and
technologies of electronic service provisioning.

From the wide range of approaches to business modeling, [6] determines the most relevant
approach and it reveals the following major components typically to be present in business
models:

e Value Proposition: The main objective for any business model is to determine how and
by what means value creation is enabled in an organization. Value creation is
particularly of interest in fully competitive environments, since it represents the steps in
the overall value chain that can be exploited commercially. As with respect to the
specific context of EMANICS, value is assumed to be created mainly by offering basic or
complex, composed electronic services to the customer base. Thus, services are
perceived as a form of electronic products, providing a certain amount of utility to the
service user for which, in turn, the service customer will be charged.

o Market Segment: Services are designed in order satisfy customer needs. Depending
on the specific market environments, both, service providers and service users may
show different incentive settings which determine behavior patterns and, thus, limit the
range of envisaged market segments. Accordingly, marketing activities in a Business-to-
Business (B2B) context vary from the Business-to-Consumer (B2C) area. In particular,
these differences bring about contractual agreements that are adapted to a given
market segment. For EMANICS, Service Level Agreements (SLA) and Service Level
Specifications (SLS) are of high interest in this context.

e Value Chain: In order to create value, usually several steps in an organization are
needed. These steps are modeled by means of processes and workflows. Besides
activities, also complementary assets have to be considered. As those procedures are
assumed to create commercially exploitable value, their actual implementation
encapsulates business-critical knowledge. This determines on the one hand and to a
certain extent the competitive strategy an actor takes, on the other hand this knowledge
will be protected from inspection by organization-external entities.
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o Expected Cost Structure and Profit Potential: The basic economic principle consists
in the rule to pursue activity A if, and only if, related costs do not exceed economic
benefits of A. Costs include also opportunity costs, meaning costs of not pursuing
alternatives to A. Therefore, a business model needs to provide assumptions on what
economic profits the proposed values might generate, and what costs their provision
might cause. The second part clearly demands for cost accounting mechanisms to be in
place. Traditional cost accounting systems, however, are designed for production-
oriented processes. In the context of EMANICS, with its focus on electronic service
provisioning, Activity-based Costing (ABC) [29], [21] appears to be a better-suited
method to determine accurate cost elements on a per-service basis. This is mainly
reasoned by the assumption that services are produced once, while they are offered in
the same or similar way many times. In this case, service production costs become less
important with an increasing number of service requests/deliveries.

e Value Network: Similar to considerations with respect to value chain steps, business
models usually cover information on how an organization is embedded into a value
network. Value networks feature a wider angle across administrative borders. This
includes the respective perspectives of suppliers, customers, competitors,
complementors, and authorities. Interactions between actors and overall market
conditions, thus, gain center stage. While the value chain determines with what steps a
given organization creates value, the value network reflects with, against, or for what
other players value is created.

e Competitive Strategy: The presence of economic profits sooner or later attracts
competitors. In fully competitive markets, sustainable profits are provided only if an
organization is able to gain a competitive advantage over its competitors. Therefore,
business models rely also on a competitive analysis. According to Porter’s five forces
model [43], this consists in investigating the bargaining power of suppliers and
customers, the threat of new market entrants or substitute services, and market-internal
rivalry. Based on the competitive analysis’ results, a suitable competitive strategy is
chosen. Two basic alternatives exist: cost leadership or differentiation strategy. While
the first focuses on cost efficiency (“offer the same services as your competitors, but
offer them at a lower price”), the latter envisages to offer greater value to customers
than competitors are able to (“offer better services than your competitors, and possibly
charge more”).

From those business model elements presented, the EMANICS business modeling
approach is developed and implemented as shown in Figure 1. EMANICS business
models, thus, are determined by three models: a role model, a service model, and a
charging model. Business models are put into operation by means of deployment models.
Assumptions on costs and revenue potentials base on expectations gained from market
forecasting. The actual incidence of expected numerical values, thus, may vary from profits
possible and costs incurred. This aspect is reflected explicitly within the scope of
deployment models by means of considerations on risk assessment.

Those models may be applied for any type of ICT systems, many examples presented
below, however, are addressed toward the provisioning of electronic services, thus, forming
the approach with a high potential for the integration of economic and technical
mechanisms for the management of networks and their services.
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3.2 Role Model

This section proposes a model for service promises, rather than network services.
Therefore, a refinement of a role as an entity within a system — probably a network, a
domain, or an IT infrastructure in general — is based on its intended function, not on
whether it fulfils its commitments. The roles presented are determined as principal actors
needed for a generic, multi-domain, multi-service IP QoS delivery and their interactions.
These roles are largely in-line with the roles specified in the context of the EU MESCAL
(Management of End-to-end Quality of Service Across the Internet at Large) project [34],
[25].

In general, a role should not be understood as being identified with a particular body or
entity amongst a number of collaborating entities. Each entity in a system could play
several roles, pertaining to different aspects of the system. Thus, roles are identified as
being related to specific promises made by the parties. Additionally, the following roles (cf.
Section 3.2.3.1 and Section 3.2.3.2 with a number of associated promises) have been
identified as important in the provision of broadband services.

3.2.1 The Concept of a Service Promise

Services are about committing to behavior that is valuable to a client. The approach can
use promise theory [1], [2] to define this in terms of interactions between a number of
agents. In this case, agents are initially peers that have no pre-decided roles. It is useful to
begin with general definitions that can be specialized to the view of network services later.

Definition 1: A Promise is defined as an autonomous specification of future behavior by
an agent.

Definition 2: A respective Commitment is defined as a promise that costs an agent work
or effort to fulfill.
A concrete promise from one agent to another cam be expressed as follows:

A5 Ay

where 7 is called the promise body, e.g.,
e 1 =P —isapromise to another agent A, to do P.

e 1 =U(P)— is a promise to use/accept or receive the offer of P promised by another
agent.

A service is not necessarily something that is provided (given). It can be the opposite —
something taken, e.g., a backup service takes data from a client. Thus, the direction of the
arrow does not reflect a flow of data. A promise body is a tuple, in general, which contains a
type, e.g., a promise of web service or a promise to make a backup, and a constraint, e.g.,
a web service in less than 5 ms or backup every hour on the hour.

The agents can already be classified into some prototype roles, and this view can be
extended below.

Definition 3: A Service Provider, as outlined above in Section 3.2.3.1 is any agent S that
makes a commitment to one or more external agents.

In promise theory, a service is associated with a typed promise made by a service provider.

Definition 4: A Client is any agent who enters an agreement that includes a promise to
use/accept a service.
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Definition 5: An Agreement is a sustainable bundle of bilateral (two-way) promises
between two agents. Both agents make promises to one another. These might include
promises of payment.

Note that a collection of promises is not necessarily consistent or sustainable. An
agreement has to be worked out so that it is of mutual benefit to both parties, from each of
their perspectives. Thus, a service agreement is an agreement between a service provider
and a client and a Service Level Agreement (cf. Section 4.1.1) is defined as a subset of a
service agreement, which concerns the scope of the commitment made by the service
provider and the scope of the promise to use the service by the client.

3.2.2 Concept of a Role in Promise Theory

Promises provide a notion of a relationship between autonomous parties in a system. Roles
are associated with types of promises, i.e. categories of promise bodies . In this respect, a
collection of agents can be associated with a role, given that the members of the collection
make (or receive) the same type of promise to (from) some third party. In other words, we
are guided by the typed structure of the graph alone.

For example, web servers or clients, are roles. Roles are effective labels for groups of
nodes. In this respect, a group is defined as follows. The notation for a promise from one
set of nodes to another set of nodes can be defined as follows:

{n} > {n}

Definition 6: Let A be a set of autonomous agents. The family of sender/receiver subsets
S, R c A of in a promise graph, which take part in promises with bodies I1, define I1-Roles.
Any such subset S or R in the graph is said to play a role of (sender/receiver) type I1in the
promise graph.

The set of all agent nodes W c A that promises to provide web service to any agent:

Web
w 'S

plays a role, which is called “web server”. This is called a role by association, since the
members of W are not connected in any other way than they make the same promise.

Any combination of promise bodies can be concatenated to define compound roles or role
hierarchies.

3.2.3 Example Roles

Based on these considerations a set of typical roles — mainly found in the networking
domain — are introduced.

3.2.3.1 Service Providers

In general, Service Providers offer services to Service Customers (cf Section 3.2.3.2).
Based on the type of service provided, Service Providers can be further divided into three
categories

IP Connectivity Providers (ICP)

IP Connectivity Providers only offer plain IP connectivity services, i.e. a functionality that
provides reachability between hosts in the IP address space. In order to enable this
functionality, ICPs must own and administer an IP network infrastructure. As a result,
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Service Customers connected to the same ICP are able to communicate with each other
directly, since they belong to the same autonomous IP network infrastructure. In order to
enable the communication between Service Customers that are connected to different
ICPs, individual ICPs need to establish provider level service level agreements with each
other for reachability expansion.

Application-level Service Providers (ASP)

Compared to the plain IP connectivity services offered by ICPs, ASPs offer higher-level
services, such as IP telephony and content streaming services. As opposed to ICPs, ASPs
need not necessarily own and administer an IP network infrastructure; they need to
administer the necessary infrastructure required by the provisioning of the offered services,
e.g., VoIP gateways, IP video-servers, content distribution servers. As such, for fulfilling the
connectivity aspects of their services, ASPs may rely on the connectivity services offered by
ICPs.

Physical Connectivity Providers (PCP)

PCPs offer physical (up to the link layer) connectivity services between protocol-compatible
equipment in determined locations. It should be noted that the connectivity services may
also be offered in higher layers (for the network layer, layer-3, e.g., IP), however these
services are mainly between specific points as apposed to the IP connectivity services
offered by ICPs, which may be between any points in the IP address space. PCPs are
distinguished into two main categories according to their target market: Facilities Providers
and Access Providers.

Facilities providers offer link layer connectivity to other higher-level providers such as ICPs
for these to interconnect their own infrastructure and for interconnecting with their peers.
Facilities providers may be further differentiated according to the technology they rely upon
(e.g. optical fiber, satellite, antennas), deployment means (terrestrial, submarine, aerial)
and their size in terms of geographical span and customer base.

Access providers provide the connection of the end-customers premises equipment to the
ICPs or ASPs equipment. They own and administer appropriate infrastructure, e.g., cables,
concentrators. They may be differentiated according to the technology they employ, e.g.,
POTS (Plain Old Telephony System), FR (Frame Relay), ISDN (Integrated Services Digital
Network), xDSL (Type x Digital Subscriber Line), WLAN (Wireless Local Area Network), or
Ethernet, as well as their deployment means and their size in terms of covered
geographical area and customer base.

3.2.3.2 Customers and Users

Definition 7: A Service Customer (subscriber) defines a role, which has the legal ability
to subscribe to the services offered by ICPs or ASPs.

They interact with ICP/ASPs following a customer-provider paradigm, with the purpose to
subscribe services to meet their communication needs and requirements. Nowadays,
services are offered on the basis of respective agreements, the so-called Service Level
Agreements (SLAs), setting the terms and conditions on behalf of ICP/ASPs and Service
Customers for providing and requesting/accessing the services, respectively. The Service
Customers can be either end-customers or even whole ICP/ASPs who act themselves as
customers of other ICP/ASPs in order, e.g., to extend the geographical scope of the
services they provide to their own customers.
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Definition 8: A Service User is an entity (human being or a process from a general
perspective), which has been named by a Service Customer and appropriately identified by
an ICP/ASP for actually requesting/accessing and using the services subscribed by the
Service Customer.

The use of the services should be in-line with the terms and conditions agreed in the SLA
between the Service Customer and the ICP/ASP. In essence, Service Users are the end-
users of the services and they can only exist in association with a Service Customer. A
Service User may be associated with more than one Service Customers using services
according to the agreed SLAs of the respective Service Customers. For instance, an
employee may be acting as a Service User of the services that its company, Service
Customer, has subscribed to, as well as a Service User of its own subscription as a
residential Service Customer.

3.3 Common Service Model

The role model presented above — as a part of the EMANICS business model — leads to
the generic service model presented in this section, in which those defined roles are
considered as entities within the context of service provisioning. Furthermore, most of the
terms in use when describing services and service provisioning cannot be defined properly
by discrete consideration, but only in close correlation.

The idea behind the following service model is to outline generic characteristics of service
provisioning, independent of a concrete scenario or a specific service functionality, and
even applicable to any kind of service provider (ICPs, ASPs or PCPs — cf. Section 3.2.3.1).
Accordingly, a concrete service provisioning scenario can be regarded as one instantiation
of this generic model.

A view on services consists of two components: the service life cycle which displays the
dynamic behavior of a service and the service model which describes the composition of
basically entities and interactions inside a service.

3.3.1 The Service Life Cycle

Starting with the service life cycle model, a division of the service life cycle into 7 phases is
proposed, which are a refinement of [24].

In the offering phase (1) the service provider makes an offer for service provisioning to the
customer. In the negotiation phase (2) a contract between provider and customer is settled.
This contract contains a detailed description of the service functionality, the service level,
adoptable rates, and contract penalties. During the implementation phase (3) the service
functionality is implemented by the provider. Implementation and testing (4) means the
(physical) establishment of the service within a productive environment. After acceptance
by the customer, the service is put into operation (5). From here, the service can switch into
the change phase (6); and back again into operation. Upon termination of the service, it
runs through the decomposition phase (7).

3.3.1.1 Common Service Model Details

The common generic service model, developed in [17] and refined in [18], aims at two main
targets: First, popular and frequently used terms in the scope of service orientation will be
defined by a structured analysis of entities, roles and interactions within the service life
cycle. And secondly, the generic service model shall be applicable to concrete service
provisioning scenarios.
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Figure 2 shows the service model in a graphical overview, whose elements will be
explained in the following and which major terms are defined.
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Figure 2: Service Model — Service View

Definition 9: A Service describes a functionality, which a service provider offers to a
customer domain at a specified interface, assuring a certain service quality. The offered
functionality implies usage as well as management functionality.

Components in the common service model cover a wider range. Thus, the following list if
specifications cover the key terms applied within the service model. Even though a single
term determines a well-specified definition, only the generic term is instantiated as a
definition.

Definition 10: The Functionality of a service is understood as a set of interactions taking
place between the provider domain and the customer domain. We differentiate between
usage functionality and management functionality.

e Usage Functionality: The usage functionality contains all interactions between the
provider and the customer domain which represent the essential purpose of the service.

e Management Functionality: Every interaction taking place between the provider and
the customer domain which is required to operate the service, but cannot be assigned to
the essential purpose of the service, belong to the management functionality of this
service. This also comprises all charging activities as they are addressed in the
charging model for services in Section 3.4.
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Definition 11: The quality for any functionality, and thus both kinds of service functionality
is specified by QoS Parameters. Usually, when the contract is concluded, bounds for a
tolerable QoS are specified by determination of concrete values.

Definition 12: A Service Interface includes all entities, which are required by the user in
order to provide the usage functionality. Two kinds of interfaces appear in the Service
Model: the service access point and the Customer Service Management (CSM) interface.

e Service Access Point (SAP): The service access point provides the usage
functionality of the service to the user as contracted.

e Customer Service Management (CSM) Interface: The CSM interface provides the
management functionality of the service to the customer. A concrete implementation of
the CSM interface may be implemented by a programming interface as well as by e-mail
or telephone, by which management interactions between customer and service
provider are being exchanged.

Definition 13: The Service Level Agreement (SLA) contains a description of the service
functionality as well as definitions of related QoS parameters. Additionally, interfaces for
accessing the service functionality by the customer domain are specified. The SLA is
settled within the scope of a legal contract. A detailed discussion on the SLA specification
and provisioning follows in Section 4.1.1.

Definition 14: Within this model Domains are used in order to define and delineate clear
scopes of responsibility.

e Provider Domain: The provider domain comprises of all entities vital for providing the
service functionality as specified in the SLA. The service provider is responsible for
service provisioning and operates a service implementation and a service management.

e Customer Domain: The customer domain contains the user as well as the customer
role according to the role model.

Definition 15:  For deploying the service functionality, a Client is or multiple clients are
required for accessing the SAP as well as the CSM access points. The customer domain is
in charge of the proper operation of the service client and the CSM client.

Definition 16: The Service Implementation implements the usage functionality of the
service provided.

Definition 17: The Service Management Implementation covers all tasks and
resources, which are required to ensure a proper planning, installation, and operation of the
service in line with the service agreement.

3.3.1.2 Service Aggregation and Service Hierarchies

If a service is part of the implementation of the functionality of another service, it can be
seen - from the perspective of the constitutive service - as a subservice. Figure 3 shows the
implementation view on the provider domain of our service model and points out, how
service chains are reflected in this model.

3.3.1.3 Resources

The generic service model, introduced above, abstracts from resources within the
underlying IT environment. To complete this contribution by a resource-orientated
perspective, EMANICS viewpoints concerning resources: are stated as follows:
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Definition 18: A Resource is a physical or logical item, on which the usage or
management functionality implementation of a service is at least partially based upon.

e Hardware resource (device): A hardware resource is a physical item, which is part of a
service implementation or a service management implementation.

e Software resource (application): A software resource is the installation of a software
distribution within a productive IT environment, which is part of a service implementation
or a service management implementation.
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Figure 3: Service Model — Implementation View

3.4 Charging Model for Services

Charging determines the activity for that any type of service usage will be paid for by a
customer to a service provider. Service types cover the full range from pure Internet
Protocol (IP) access to Value-added Services (VAS). Thus, a number of prerequisites for an
appropriate charging approach are required to be determined and defined, which are
addressed below [50].

3.4.1 Prerequisites and Functionality

First of all, metering determines the particular usage of resources within end-systems
(hosts) or intermediate systems (routers) on a technical level, including Quality-of-Service
(QoS), management and networking parameters. Since the volume of data generated by
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metering components in various location within a network and at its access points as well
as within VAS provider domains, mediation is intended to filter, aggregate, and correlate
raw technical data, which in most cases has been collected by metering. Mediation
transforms these data into a form which can be used for storing and further processing.

The next step on processing mediated data will be accounting. Accounting defines all
summarized information (typically formalized in terms of Accounting Records, AR) in
relation to a customer’s service utilization. ARs are expressed in some form of quantifiable
metered resource consumption, e.g., for applications, calls, or any type of connections.
Basically, these three functions — metering, mediation, and accounting — finalize the pure
technology-driven set of parameters.

The second set of parameters are defined on the economic layer of the problem and
include the definition of prices for resources, especially, unit resources, which can be
metered. Thus, the activity of pricing — called pricing schemes as well — covers the
specification and setting of prices for goods, specifically units of networking resources and
units of services in a market situation, which may differ according to country-specific
deregulation aspects, competitive situations, or other influencing aspects. This process
may combine some technical considerations, e.g., resource consumption, and economical
ones, e.g., applying tariffing theory or marketing methods. Prices may be, a.o., calculated
on a cost/profit base or on the current market situation. To specialize the detailed algorithms
for those prices, tariffs define those ones used to determine a charge — thus, the mapping
of technical parameters into economic units, typically, monetary units — for a service
usage. They are applied in the charge calculation activity for a given customer to the
service he utilizes. For calculating charges the tariff may contain, e.g., discount strategies,
rebate schemes, or marketing information.

Therefore, charge calculation covers the complete calculation of a price for a given AR
and its consolidation into a Charging Record (CR), while mapping technical values into
monetary units. Therefore, charge calculation applies a given tariff to the data accounted for
and stored in the accounting data base. To be able to identify the responsible customer for
a set of charging records, the identification allows for the mapping of data within the
accounting data base onto customer IDs.

Finally, the billing defines the collection of those CR, summarizing the charging content,
and delivering a Billing Record (BR) to be included into an invoice/bill — including an
optional list of detailed charges accumulated over a billing period, typically a month, a
week, or even a day — to a user. The payment of this bill may be undertaken in a pre-paid
or post-paid manner, each of which does pose certain requirements onto the underlying
management system as well as network infrastructure. While pre-paid schemes may use
pre-paid service cards or credit cards, post-paid schemes may be supported by electronic
funds transfers or credit card payments.

Finally, the term charging is used within this work as an overall term, depicting all tasks
required to calculate the finalized content of a single or multiple BR. Sometimes in the
literature, the term billing is utilized instead, however, it includes the full handling of invoices
and customer relation management tasks, which are of clearly second priority of EMANICS,
since the technological and economic aspects are addressed in an integrated manner.

3.4.2 Comparison of Different Charging Systems and Approaches

Note that the terminology used in different standardization and working domains — all of
which are addressing communications as such, though — varies largely. Therefore, the
following paragraph summarizes the key areas besides the IETF’s (Internet Engineering
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Task Force), mainly including the wireless communications domain. As discussed in [30],
today’s 3G systems in Europe are based on UMTS (Universal Mobile Telecommunication
System) Release 99, while its counterpart consists of CDMA2000 (Code Division Multiple
Access) 1x Release 0 for circuit-switched services, together with CDMA2000 EV-DO
(Evolution-Data Optimized) Release 0 for packet-switched services. Most of the
terminology used in these specifications for different 3G (3rd Generation) releases does not
match one-to-one with the IP world. Thus, those correlations are shown in Tab. 1. The right
column is based on 3GPP’s (3rd Generation Partnership Project) vocabulary definitions
[15], which are also used in 3GPP2’s online charging specifications.

Table 1: Comparison of Charging Terminology — Based on [30] and Extended

All IP-based Networks/EMANICS 3G Mobile Networks

Metering Collecting charging information
Accounting Charging

Accounting Record (AR) Charging Data Record (CDR)?
Charging options Billing arrangements, Payment methods
Pre-paid/post-paid charging Pre-paid/post-paid billing

Charge Calculation Charging mechanism

Charging Record (CR) Transferred Account Procedure (TAP)b
Billing and parts of charging Rating (parts of rating)

Billing Record (BR) Transferred Account Procedure (TAP)®
Inter-/Multi-Domain Charging/Billing Accounting

a.The details and content of such CDRs depend on the service offered, particularly be-
ing dependent on the packet-switched service or the circuit-switched service. Even
different names may be used, e.g., M-CDR for a CDR of a mobile service.

b.A new set of records was developed in terms of TAP2 and TAP2+, which support the
process of operators to bill for new services and to provide the additional information
required [22].

c.Partly the use of TAPs includes the input data for billing systems, however, TAPs cov-
er the combination of All IP-based terms Charging Record and Billing Record, mainly
addressing wireless services and roaming support.

3.4.3 Extended Charging Model

Thus, the model of charging support in any networking domain is defined as shown in
Figure 4, partially extended from [49].

This model consists of those 8 types of components, which address on the bottom the three
types of resources to be charged for: computational resources — those originating from any
type of traditional or advanced grids as well as from single computers —, networking
resources — at this stage limited to IP-based parameters such as bandwidth, error rates, or
delay —, and services, which do exist as resources or value-added services going beyond
the pure IP access.

At the second level, all of those terms defined above do interact as shown. While the
mediation takes metered data and aggregates them as defined, the accounting component
covers the first storage capability of that type of data flow: the accounting data base stores
Accounting Records (AR) — either locally or in remote locations, mainly depending on the
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scenario. While prices and tariffs are stored in respective data bases, the IDs of customers,
users, and their grouping and stored in additional customer/user data bases.
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Figure 4: Charging Model — Extended View based on [49]

Additionally, the charge calculation stores, if required, Charging Records (CR) for each and
every single transaction performed, when AR are taken out of the accounting data base.
These CRs are handed to the billing component, which generates bills or invoices, which in
turn are stored in Billing Records to be handed over to the respective payment
implementation of the payment module. Payment itself is outside the scope of EMANICS,
but it may be operated in the traditional cash-based payment, via an electronic funds
transfer, or a credit card payment. Those types of payments are considered as off-line
payments and may be complemented by on-line payment methods, which integrate — at
least to a certain extend — the accounting, charge calculation, and billing function —, to
ensure that any services being used a any point in time will be paid for right away, even
during their use.

3.4.4 Brief Overview of Internet Pricing Schemes

The numerous Internet pricing schemes proposed over the last years (for a closer overview
see, e.g., [51]) cover a range from highly dynamic and market-oriented to simple and
inflexible approaches. The major milestones proposed so far look as follows [44]:

e Auctions provide a very accurate and highly flexible feedback mechanism about the
market situation. Unfortunately, implementing auctions on packets would yield a size of
expenses which today is considered to be unbearable.

¢ Volume-based approaches reduce the accounting task to the volume as an important
parameter in terms of resource usage, but still require a rather accurate monitoring of
the amount of data travelling through the network.

e Classification is another well-established concept for reducing complexity, e.g., by
defining service profiles for individual users and tags packet demand to be in- or outside
this profile. Similar ideas have led to classifying offered services themselves in terms of
QoS, thus forming one of the core points of the Differentiated Services framework. Here,
as a rule of thumb, higher QoS yields higher prices.
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e Edge Pricing deals with another aspect of complexity reduction, now in terms of locally
concentrating the distributed nature of pricing decisions by shifting them to the edge of
the ISP. This concept is charming for its simplicity, decoupling complex price
negotiations between customers and various ISPs into a series of bilateral ones, as well
as for its transparence towards the user.

e Flat Rate approaches are finally the only ones that are universally accepted to be
technically feasible in today’s Internet. They consist of a monthly charge which includes
unlimited usage of the Internet services.

e Cumulus Pricing Scheme (CPS) proposes a variable rate scheme, which varies over
long time-scales only. To bring market forces into play it provides a feedback
mechanism, where this feedback is not an immediate one, but requires the
accumulation of discrete “flags” according to user behavior.

While those milestones look as four fixed categories, they do not form a commonly agreed
upon classification so far. The major reason for this is based on the fact that many practical
pricing schemes for Internet services are constructed out of many different components and
those pricing categories are combined.

Furthermore, the problem occurring is growing worse, since marketing terms and company-
specific names are utilized to defined “new” schemes, which in fact show a slightly changed
or even different set of parameters being applied, but the core principle hidden behind
these names remains similar. Thus, this overview briefly outlines an overview and does not
determine a full-fledged and justified classification.

3.4.4.1 General Charging Requirements

A closer look into the different charging approaches reveals that any proposal for tariffing
Internet services has to cope with several general requirements [44], which show three
main Requirement Types (RT):

e Requirement Type 1: Customer. Over the last years, there has been an extensive
discussion on preferences customers show towards dynamic tariff schemes. E.g., within
the INDEX [14], CATI [50], and M3l [35] projects it has turned out that especially
transparency and predictability of charges are of major importance to the Internet
customer.

¢ Requirement Type 2: ISP — Economic. Economically, the ISP is interested in running
the network efficiently, e.g., by maximizing network utilization or total revenue. Thus,
pricing schemes represent an important interface to the customer, as prices may be
used to indicate well-behavior or misbehavior of the customer or to signal the
congestion state of the network, i.e. allowing the ISP to communicate the relationship
between current customer behavior and overall system status.

¢ Requirement Type 3: ISP — Technical. Each Internet pricing scheme depends heavily
on the existence of tools for technical accounting. There is a vast field of possibilities as
to which detail data about the network status are to be obtained since technical
conditions may vary enormously.

Thus, a charging approach to be applicable, acceptable, and economically viable needs to
optimize those three requirements types for the given situation.
3.4.4.2 Time Scales

In consequence, the following four different time scales have been identified as being highly
relevant for Internet charging schemes [44]. Those time scales are becoming more and
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more important since the efficiency to be achieved — either for the technology deployed

and the charging scheme established — needs to be optimized continuously for any

provider and any arbitrary set of services to comply (a) with the business model’s goals and

(b) with the competitive strategy chosen.

e Atomic (communication-relevant): This involves sending packets, round-trip times,
and managing feedback between sender(s) and receiver(s).

e Short-term (application-relevant): This-time scale is concerned with the usual
duration of applications like file-transfer, video-conferencing, or IP phone calls. The
tasks of accounting and metering are closely related to these activities.

¢ Medium-term (billing-oriented): The time-scale for performing billing actions depends
strongly on the usual human lifestyle habits of humans, e.g., monthly payments of rents,
phone charges, or newspaper bills

¢ Long-term (contract-specific): The largest time-scale in this context is the duration of
contracts between customers and ISPs, which usually varies from several months to
years. Note that contracts between ISPs may be shorter.

Figure 5 sketches the relationship between these time-scales, the respective management
tasks, and communication contents as well as various pricing schemes. Note that the
technical support for a particular pricing approach needs to be technically efficient to ensure
that a potential economic advantage can be kept in a productive and operational system.
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Figure 5: Charging Time Scales

3.5 Deployment Model

Business models are instantiated into operation by means of deployment models. Thus,
different application domains or application areas will show different deployment models. To
outline briefly the key steps to be undertaken to “instantiate” a business model for an
operational case, the following example of a telecommunications company has been taken.

Telecommunications company T, defines the business model being of interest to them by
determining the value proposition, addressing the market segment, identifying the value
chain, summarizing the cost structure and the potential profit, outlining the value network,
and investigations on the competitive strategy.

Those very minimalistic steps to be undertaken are exemplified in a small example as
follows:
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e Sample Value Proposition: The objective for T is to create value by offering a set of

voice services, Voice-Over-IP (VolP) services, and a number of Value-added Services
(VAS). This will be based on a competitive assumption, since other telecommunication
companies will be in the market. Thus, those services are perceived as the relevant
form of electronic products, which provide a certain amount of utility to the service usage
for which, in turn, the service customer will be charged.
Thus, the roles of the provider (T) and the number of customers (C) — originating from
the role model —, if any mentioned explicitly, are determined. In addition, the services
have been “instantiated”, explicitly naming the relationship between the C and those
services S — originating from the service model.

e Sample Market Segment: To satisfy customer needs in country C and addressing its
specific market environments, both, service providers and service users do have
different incentive settings, which determine behavior patterns. Accordingly, the
marketing activity in this sample addresses the B2C area. Therefore, the SLA is based
on an ISP to user contract and it contains SLS data for traditional voice services, the
VolIP services, and all VAS with a certain guarantee level.

Thus, the different customers C may be subdivided into different users (U) and their
groups, covering their different type of service usage behavior, which forms a refinement
of the role model in accordance to the specific market segment.

e Sample Value Chain: In a very simplistic case the value chain consists of provisioning

activities of T, the monitoring activities of T to ensure that quality metrics are met and
kept, and to provide for a charging system, in which all three types of services can be
accounted for and billed at the end of the month. The pricing for the voice service will
follow a time-based and region-based approach. The VolIP traffic will be priced based on
the amount of data leaving the customer (source of origin), which can be simply
accounted by a traffic meter. And the set of VAS will be priced on an event basis, in
which case certain actions, such as click on pre-determined buttons will start a certain
application and the respective accounting operation (counting). On one hand, the
competitive strategy (as exemplified below) an actor takes, will effect the value to be
achieved, on the other hand, the this knowledge will form the key business advantage of
T, as will be hidden from inspection by organization-external entities.
Thus, the charging model has been ‘“instantiated” for the set of services C, even
probably based on a per customer contract, if required for personalization reasons. In
the latter case a single service S instantiation may show a different charging scheme to
be applied.

e Sample Cost Structure and Profit Potential: In the example shown, an investigation
may have shown that the offer of VolP services will increase the customer basis of T,
which will lead to an increased usage of those VAS offered. Thus, the economic benefit
of T is given by (a) a larger customer base and (b) a higher utilization of services. A
detailed set of assumptions will be required to ensure that those conclusions can be
justified. Furthermore, the set of cost accounting systems has to be determined, to
make sure that electronic service provisioning characteristics are met. Thus, means to
obtain accurate cost elements on a per-service basis are essential. A sample for a
slightly different domain and the application of Activity-based Costing is discussed in
Section 10.4.

e Sample Value Network: Here as well, similar to considerations with respect to those
value chain steps, the deployment models covers the information on how T is
embedded into the overall value network of the telecommunications industry. Since the
multi-domain view does form the major influencing factor here, technology, regulatory,
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and customer demands have to be considered. Of course, such a broad range of factors
can not be simply outlined for the example taken, however, besides telecommunication
customers, other telecommunication competitors and complementors as well as
governmental authorities will determine under which conditions the set of services will
be beneficial for T.

e Sample Competitive Strategy: As soon as economic profits appears for T, competitors
are attracted. To ensure that this advantage remains in place, the competitive analysis
will form the basic instrument to determine new sectors, new segments, new
technology, new services, under which the current position can be strengthened or
extended.

4 Existing Key Mechanisms

Mechanisms in support of multiple network management tasks in a distributed system
consist out of two different types:

e Technical mechanisms and
e Economic mechanisms.

While the former ones are quite well-known in traditional management schemes, such as
Service Level Agreements (SLA) and policy-based management approaches, the latter
ones determine a new trend in management, driven by various needs to be discussed in
the following, where economic measures, payments, and business model-driven influences
enhance the traditional view of network management tasks into the economic management
of networks. Both of those layers are seen from an integrative perspective as indicated in
Figure 6, which is supported by a vertical integration module.

Integration in that sense determines that the set of parameters to be used, e.g., for a QoS
Management mechanism (residing in the lower layer) need to be reflected in the SLS
(residing in the upper layer), which in turn is part of the SLA. Additionally, this SLA
influences the cost model to be utilized for a given provider and technology in use, which
finally determines in one way or another the pricing mechanism chosen, of course,
addressing the deployment model assumption as indicated in earlier sections.

Sample Mechanisms

. . Pricing Mechanisms
Technical Mechanisms Cost Models

Integration SLA (excluding SLS)

Module |————————————=========cr- oo ISR

Economic Mechanisms QoS Management
Accounting

Figure 6: Layering Approaches for Mechanisms

This two layered structure may not remain static in the future, since a conceptual discussion
reveals that, on one hand, there seem to be good reasons for including an intermediate
layer, in which the integrative view of technical and economic parameters may need to
become visible. On the other hand, such an intermediate layer may also become an
interface layer only, at which a predefined Application Programming Interface (APl) may
reside. However, as long as no implementation model is required to be defined, the
finalization of this open issue can be deferred to a later stage.
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Thus, this section does address in an overview type of style those two categories and it
summarizes the major and highly important mechanisms known today. Furthermore, open
issues and emerging problems to be solved are summarized.

4.1 Technical Mechanisms

To be able to address the technology basics for defining a service quality and delivery
action, SLAs form the basics. SLAs specify services and their characteristics, which shall
be followed in the service provisioning process to ensure a customer/user to provider
relation based in common grounds. In addition, this initial specification has to be followed
by a negotiation scheme, under which those two roles will be able to agree on parameters,
parameter sets, values, and characteristics to be applied explicitly in a given service usage.

This process may be guided by policies, determining rules, which do address context-
specific details to be applied for a certain case. Finally, the accounting in the technical
sense addresses the collection — and possibly aggregation — of data, which originate from
measurement points and define the service-specific definitions of resources, actions, and
events, which have taken place in the service usage — and possibly the set-up and tear-
down — phase.

4.1.1 Definition of an SLA Specification and its Provisioning

There are several definitions and terms of a what a SLA is respectively should be. In the
following some of the definitions are reviewed. If an agreement is considered to be a a
bilateral promise between a service provider and a customer (and vice versa), then an
agreement constrains the behavior of both parties, otherwise it is merely a promise.

Definition 19: A SLA is defined as bilateral bundle of promises between a customer and
a service provider, in relation to the provision of a service. Another definition is that a SLA
specifies the service levels (quality, security) that a provider needs to offer to a customer at
a service access points at a certain cost [12].

Sometimes, also the term Operation Level Agreements (OLA) appears. It refers to
agreements about the provided quality internally within a provider. They include no legal
aspects but just technical parameters and thresholds (i.e., SLS). In case of provider chains,
the term Underpinning Contract (UN) comes up to identify an agreement about service
levels between a provider and its sub-providers.

There is no common definition of what an SLA entails. There seems to be a consensus that
an SLA must talk about performance characteristics that are measurable, hence verifiable.
Other legalities might be discussed. These might include reimbursement for loss, breach of
copyright, or privacy due to incompetence. However, the price of a service unit is an
important part of the agreement.

SLAs require a clear unambiguous language, since they are legal documents. Modal logic
has played a role in developing such language syntax.

The vision is to formalize a SLA in order to automate service provisioning as far as
possible. The vision of a service provider and also strategic competitive advantage is flow-
through provisioning, which means that a customer reviews a set of services offered to him
by a provider, selects an appropriate service, chooses one of the available service quality
options, then simply places and accordingly formed service order, and waits for its almost
instantaneous fulfillment. The service provider, who receives such an order, would have
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automated provisioning systems that activate, monitor and manage the ordered services
with minimal additional manual input.

According to [47], the following points are warranted:

e Introduction

e Scope of Service

e Performance, Tracking and Reporting

e Problem Management

e Compensation

e Customer Duties and Responsibilities

e Warranties and Remedies

e Security

¢ Intellectual Property Rights and Confidential Information

e Legal Compliance and Resolution of Disputes

e Termination of Agreement

e Signatures

e Schedules

Hence, SLAs include a legal and a technical part. For an applicable SLA, the technical part
consists of parameters that have to be defined explicitly. However, the semantics of a QoS
parameter can be quite ambiguous. Issues appear such as how to determine the
availability, e.g., at the SAP, should the availability of the SAP be tested from the provider's
and customer’s side, respectively, what mechanisms are used for testing such as ICMP
(Internet Control Message Protocol) or SNMP (Simple Network Management Protocol).
This leads to the conclusions that parameters should be described as precise as possible
by identifying also basic values and metrics i.e., how to calculate the parameters.

Thus, the following list of sample parameters may serve as an insight to those:

¢ Availability (e.g., times of day, calender days, or hours)

e Mean response time

e Mean data rate

e Time scale over which means will be computed and enforced

e Probability of achieving mean data rate

e Probability of achieving mean data response time

e Accuracy limits

e Penalties if service is unavailable

e Penalties if a user exceeds their limit

e A schedule for meetings

The representation of an SLA can take many forms. If there is a standard syntax for SLA,
then its possible representation as XML (eXtended Mark-up Language) is simply a
mapping. The approach shown in [32] — the Web Service Level Agreement (WSLA)
language — proposes to “express the operations of monitoring and managing the service”.
These tasks “may include third parties (such as Management Service Providers) that
contribute to the measurement of metrics, supervision of guarantees or even the

management of deviations of service guarantees”. Additionally, the work of [55] describes
which “role an SLA plays in the Internet Data Center (IDC) and how it helps assure that
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one’s reputation stays intact. It also includes sample agreements that can be used as
templates”.

In general, there are several approaches one might take:
e Verbal:

Work on SLAs must somehow end up with this, since the content has to be discussed
e Logical:

E.g., some form of temporal logic about what must happen

e Promise theory approach:
Will become highly useful for more complicated agreement graphs

4.1.2 SLA Negotiation Mechanisms

A lot of research has been done on negotiations from various perspective. Researchers of
the agent technology conducted a strong stream of work to support negotiation activities
[5]. The increasing importance of Grid computing and virtual organizations has increased
the importance of SLA negotiation mechanisms as well. For example, in the EU project
GEMSS (Grid-enabled Medical Simulation Services) [19] the negotiation of SLAs between
competing service providers is solved by agent technology. The macro QoS negotiation
between a client and multiple service providers is based on the FIPA (Foundation for
Intelligent Physical Agents) reverse English auction protocol [16].

The goal of the OASIS ebXML Collaboration Protocol Profile and Agreement Technical
Committee [37] is to automate the negotiation process between two negotiation parties for
bargaining different technical issues in the context of Collaboration Protocol Profile (CPP).
As a result, an agreement between two negotiation parties is expressed in the format of
Collaboration Protocol Agreement (CPA).

Traditionally, there are two types of negotiations, which can be distinguished. On one hand,
distributive negotiations (also known as zero-sum and competitive negotiations) are
classified as win-lose negotiations. For example, one party reaches its goals and the other
party must fail to realize it. On the other hand, integrative negotiations (also known as
collaborative and cooperative negotiations) are classified as win-win negotiations. The
major reason to adopt an integrative negotiation is that integrative negotiation always
reduce the likelihood that negotiations will fail, by making it possible to locate options that
satisfy parties’ ultimate expectations.

The negotiation process consists of several phases:
¢ Pre-negotiation for understanding the negotiation problem,
e Conduct of negotiation in terms of offers construction and counter-offer, and

e Post-settlement computation of possible offers that dominates the most recent
compromise.

Certainly, the negotiation between a customer and a provider can span several iterations,
and refers to the negotiation of service levels at the Service Access Point (SAP).

The negotiation differs for individual or mass services. In case of individual services, a
customer asks for services and service levels that a provider tries to implement, also if he
needs to change his infrastructure or change contracts with his suppliers. Certainly, such
negotiations are cost-driven. In case of mass services, a customer selects a service or a
service package from the available set of services with predefined service levels. The
negotiation process is in such a case very limited, almost not existent.
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SLA negotiation mechanisms address mainly three aspects:
e the negotiation objects

¢ the negotiation protocols, and

¢ the decision making models.

Negotiation objects refer to issues over which an agreement must be reached, the
identification of attributes which are negotiable or non-negotiable, respectively, and the type
of attributes, whether they refer to quality and service level or price and penalties.

Negotiation protocols identify and specify who (especially, which participants) can do what
activity (e.g., an event or actions) at what time. There exist various approaches to identify
an adequate negotiation protocol. An approach is to use the Contract Net protocol [48],
which is a high-level protocol for achieving efficient cooperation in agent-based systems.
Another example is COPS-SLS [52], an extension of COPS, that allows for the
configuration of domain policies regarding service levels and the automatic negotiation of
service levels within the domain policies. Finally, WS-Negotiation [26] is an approach
applicable to Web Service (WS) environments. WS-Negotiation is an independent XML
language that can be applied to different types of agreement templates. Negotiation on
business information is a much more complex subject, and WS-Negotiation is targeting on
the business parameters and legal matters.

In general, decision making models specify the negotiation strategy and the reasoning
model. They depend on the negotiation objects and protocols.

4.1.3 Definition of Common Policy-based Management Basis

Besides the SLAs and their negotiation, a flexible approach on decisions based on current
status or conditions is required to achieve an adaptive management approach. Therefore,
this section introduces essential and generally admitted concepts in policy-based
Information Technology (IT) management. Additional information may be obtained at [53].

4.1.3.1 A Universal Policy Architecture

Basic components of policy-based management are [33], [18]:

e Policy Repository: A Policy Repository is the maintenance component for a whole set
of policies. It represents a knowledge base for the IT management, in which policies are
stored persistently.

e Policy Decision Point (PDP): The PDP is the logical place/location, where the decision
whether a policy shall be executed, takes place. Therefore the condition part of the
policy must be evaluated. One central PDP is part of most policy architectures.

e Policy Enforcement Point (PEP): The PEP is the logical place/location, where policies
are being executed. The PEP has to put the action part of a policy into practice.

As depicted in Figure 7, Policy Repository, PDP and PEP in combination build a simple,
universal policy architecture. For communication between PDP and PEP, the Common
Open Policy Service (COPS) protocol [13] and its secure transfer COPS over TLS [54] via
Transport Level Security have been recommended by the Internet Engineering Task Force
(IETF).

PEPs may be distributed over the whole managed IT environment. For example, every
network node (e.g., routers, switches) can hold its own PEP. Then the (central) PDP has
additionally to select the PEP, which has to execute the evaluated policy.
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Usually, policies are event-triggered and can be executed in parallel, which means that one
event may trigger more than one policy at the same time. PDPs are assumed to be without
memory. The evaluation of a policy-condition relies exclusively on the boolean expressions
in the condition part of the policy. Policies which have been executed before have no
influence on the evaluation process.

Policy
* Repository

Policy Decision Point
Event (PDP)

Y

Policy Enforcement Point
(PEP)

Y

Managed System

Figure 7: A Common Policy Architecture

4.1.3.2 Policy Hierarchy

An important feature of policies is the possibility to express management instructions in
different levels of abstraction and detail. Hence, policies are applicable for all kinds of
management disciplines, i.e. element, network, system, service, customer or business
management. Policies of a lower level are derived by refinement of higher level policies. In
this process the related entities and actions are rendered more precisely or narrowed down.

e Corporate Policies: Corporate policies (or High Level Policies) can be assigned to
Business and Customer Management. They are directly derived from the business
objectives and have a strategic alignment. The level of detail is low, and technical
aspects are of minor prominence. Often these policies are described informally as text.

¢ Functional Policies: Functional Policies are a Refinement of Corporate Policies and
assigned to distributed system and service management. They operate on management
platforms and deploy the provided services, such as CORBA Services [9] or OSI
Systems Management Functions [27]. Policies on this level have a formal syntax and
are executable.

e Low Level Policies: Low Level Policies build the bottom layer as they are assigned to
network and element management. It is essential that this kind of policies operates
directly on managed objects or sets of managed objects.

4.1.3.3 Policy Languages

The common structure of a policy is derivable from the most important publications in the
sector of policy-based management:

e Subject: defines who will execute the policy (often specified by a role) and in so far
declares the responsibility.
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e Target: specifies objectives which are affected by the policy.
e Event: specifies the event which has to occur in order to start the policy evaluation.
e Action: defines the action which will be performed on the specified target.

e Condition: defines a constraint for the execution of the policy. The condition part can be
regarded as precondition. If no condition part exists, the policy is always executed when
the specified event occurs.

Popular policy languages for IT management like Ponder [10] and ProPoliS [11] follow this
structure.

4.1.4 Accounting

Accounting, charging, and billing have been identified as three essential processes
involved in the commercial exploitation of products and services, in particular Internet and
telecommunication services. Within the Internet Engineering Task Force (IETF) the
Authentication, Authorization, and Accounting (AAA) working group focuses on developing
requirements for authentication, authorization, and accounting as applied to network
access and proposed a generic architecture [31].

In general, the provisioning of commercially exploitable services requires that users are
correctly authenticated and that they dispose of sufficient authorization privileges in order to
access the service. Once that access is granted, the consumption of the resources and the
usage of services has to be adequately accounted for. Generally, accounting can be seen
as the collection and aggregation of data about resource consumption and service usage.
This includes the fully decentralized control of data gathering (via metering), transport, and
storage of accounting data. Besides the usage-to-user mapping, the main goal of the
underlying accounting system is the storage of accounting data and data management.

Furthermore, accounting policies determine which data is stored, how often and in which
way data is collected and made available to other functions. The accounting information,
usually stored in so-called accounting records, can for instance be used for capacity and
trend analysis, load balancing, cost allocation, billing, or auditing. From the point of view of
commercial service provisioning, accounting hence is perceived as the central component
in a row of supporting processes:

Accounting relies on identification of users (authentication) and the determination of
respective user profiles (authorization). Stored accounting records then feed into
downstream processes, embracing well verification of service level agreement compliance
(auditing), calculation of non-monetary values (charging), and finally cleared monetary
values (billing), summarizing resource consumption and service usage in condensed form,
thus presented in a readable and understandable way for service customers.

For systems being in place today, the generic AAA architecture [31] describes the set of
general network components required and their functionality on an abstract level.
Concerning this architecture, a layered approach and structure for AAA protocols has been
proposed. While initially the RADIUS protocol (Remote Authentication Dial-In User Service)
[46] has determined the widely deployed AAA protocol — mainly in support of authentication
and providing also accounting functionality [45] —, the protocol termed Diameter [3] defines
the next generation AAA protocol. It is based on RADIUS, but Diameter is much more
flexible, and it provides reliable data transfer, fail-over mechanisms, better error handling,
and security mechanisms. The Diameter protocol consists out of the generic base protocol
and various Diameter applications. Diameter allows for the specification of Attribute Value
Pairs (AVP), which define, a.o., for accounting purposes parameters to be accounted for.
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With respect to accounting records in existing systems and standards, current important
accounting record formats can be summarized as follows. They belong to

e the RADIUS approach [46], defined by a fixed set of AVPs,

o the Diameter approach [45], [3], defined by a flexible set of AVPs,

e |PDRs (Internet Protocol Detail Record), defining a unified XML format [28],
e Cisco’s NetFlow data [7], or

e |ETF’s IPFIX proposal [8] for the representation of IP flows.

Finally, other protocols in support of a principle accounting may be considered, which
include COPS (Common Open Policy Service), RSVP (Resource Reservation Protocol), or
SNMP (Simple Network Management Protocol), however, they are not relevant in practice
for a large accounting approach due to a slightly different initial focus and a performance-
sensitive negative externality.

As this existing systems overview shows, accounting has been considered a necessity for
commercial telecommunication providers or IT outsourcers in order to charge their
resources and services respectively, however, for a number of particular application
domains accounting has been rarely implemented, such as for the domain of Grid
computing. The virtualization of organizations, resources and services within a Grid
environment additionally leads to requirements and questions beyond the common
accounting architectures, thus forming a larger task on management of distributed
resources beyond networking services. Generally, the focus of existing Grid accounting
systems and tools is on the accounting of physical Grid resources as for example
computing elements, storage resources, software licenses, and scientific devices. An
adequate accounting of virtual, potentially complex services, as for example information
services or computation services which may be offered within a multi-provider scenario has
not been sufficiently addressed so far.

In order to perform an accounting for Dynamic Virtual Organizations (DVO) comprising a
set of virtual resources and virtual services, a generic service model for DVOs is needed.
An important aspect of the service model on the one hand is to reflect the underlying
virtualization concept and on the other hand to contain different views of the provisioned
virtual resources and services in regard to the level of aggregation. Thus a comprehensive
service model is needed which offers the flexibility to reflect the view of a single service
provider, a service aggregator as well as the view of the entire Virtual Organization (VO) by
using the same basic principles. Another important aspect which has to be addressed is the
specification of adequate accountable units building a basic set of service primitives any
service provisioned within a VO is composed of.

4.2 Economic Mechanisms

To be able to address the economic basics for defining a service quality and delivery action,
economic measures, and metrics as well as cost parameters form the appropriate basics.
In addition, this initial definition is followed by a detailed view onto mobile micro-payment
schemes and their respective accounting systems in support of extremely low-value
transactions required for various on-line services.

Finally, the analysis of service provisioning templates — under the assumptions of SLAs —
and their definition addresses (1) a customer- and provider-based SLA approach, where IP
Network and Service Providers offer physical connectivity and (b) a pure Service Provider-
based approach under which providers agree upon an interconnection agreement.
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4.2.1 Definition of Economic Measures and Cost Parameters

Any type of service offered in a networking environment — ranging from pure IP access
services to Value-added Services (VAS) — will be required to be specified and described.
While the technical specification may be based on SLA, as defined above in Section 4.1.1,
the economic specification does include relevant tariffing and pricing information as well, as
outlined in Section 3.4.4. The description additionally may contain further information, with
which the use of the service, the customer’s profiles, the market segment, and the target
numbers of users are outlined. This type of information can be considered as business-
critical, since it defines provider-internal models and assumptions under which the publicly
announced service specifications have been calculated in support of a typically
economically viable business model.

Thus, a clear understanding of relevant economic measures and cost parameters is
essential to determine the key economic drivers for a finalization of any pricing information
on any type of service offered.

Definition 20: Cost parameters define the different types of costs involved in any type of
service provisioning.

Definition 21: Economic measures define the range of potentially quantified metrics
applicable, typically technical values derived from, e.g., QoS parameters or metering
parameters.

Finally, those economic measures are mapped onto service charges, which are defined in
terms of monetary units per service unit utilized.

Thus, the economic measures and cost parameters of interest for an IT system will be
required to map between such technical — in a normal case, well-defined, quantifiable, and
standardized in many instances — specifications and the provider-internal business model
assumptions. Therefore, for those number of economic measures and cost parameters it
will be possible to list many and most of those in an initial investigation, however, the
modeling correlations between those and the service offered, the provider’s networking
domain, or the legal requirements valid for such an offering can not be performed in a
general manner. Only the detailed provider-specific set of assumptions — including the
services, the service mix, the market situation, the competition regions, the demand curves
over time, and the set of user classifications — will enable for the calculation of a detailed
and a meaningful result, typically including benefit/loss information, sensitivity analysis on
demand variations, and technical restrictions to be considered.

To provide an overview on economic measures and cost parameters, Figure 8 outlines the
theoretical view of costs, which exist in any IT system of relevance. Basically, costs are
subdivided into transaction costs and accounting costs, which are complemented by social
costs, opportunity costs and sunk costs. While the transaction costs address those ones
which are related to a specific operation, such as search, information retrieval, bargaining,
negotiation, policing, and enforcement, the accounting costs cover microeconomic total
costs and their different types as well as a number of costs types driven by financial
accounting approaches (cost, management, and internal accounting) and business
administration costs.

Besides this theoretical evaluation of costs, the technology-driven view of costs can be
determined. Thus, to provide for an initial list of cost parameters in the technical domain of
network management the following ones are based on the OSI Network Management
Model FCAPS (Fault, Configuration, Accounting, Performance, Security) [56]:
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1 Fault Management Costs:
These costs occur for identifying problems and network failures or costs for problem
resolution.

2 Configuration Management Costs:
These costs occur for Hardware and Software inventories, costs for configuration
changes.

3 Accounting Management Costs:
These costs include the collection and storage costs of network usage data.

4 Performance Management Costs:
These costs are required for network-capacity planning, i.e. network availability,
throughput, delay, jitter, and eliminating network bottlenecks.

5 Security Management Costs:
These costs exist due to the definition and execution of security policies, e.g., access
control policies, logging, network protection, and risk identification. They may rise
dramatically if a network is under attack and may even include liability costs.

Search and
Information Costs

Bargaining Costs

(Negotiation Phase) Transaction Costs

Policing and
Enforcement Costs

Variable Costs (vary with Q or change
in production factors in general)

Fixed Costs (in the long perspective:
no fixed costs: production factors variable)

Marginal Costs (Incremental Costs,
Change in TC when Q+1) Total Costs

(Microeconomics)

Average Variable
Costs (VC/Q Average Costs (TC/Q);

Average Fixed \ if AC > MC: Economies of Scale
Costs (FC/Q) /

External Costs
(Externalities)

Private Costs

Social Costs (Price a buyer pays)

Mixed Costs (Combination of
VC & FC, e.g., maintenance)

Labor

Psychic Costs
(e.g., Stress)

Material

Service (e.g. insurances)

Opportunity Costs
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(Microeconomics:
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Production Factors
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Acquisition/Procurement
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R Operational Function
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Direct

Indirect (Overhead, allocated first Cost Allocation

to cost centers, then to cost objects)
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Fixed-step | Capacity Utilization
Variable Level Changes
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Figure 8: Overview of Cost Parameters’

1.AC denotes Average Costs, FC denotes Fixed Costs, MC denotes Marginal Costs, TC denotes Total
Costs, VC denotes Variable Costs, Q denotes in microeconomics the output achieved.
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In a wider view these 5 categories can be refined in the context of economic management
tasks with the two following cost parameters:

6 Audit Management Costs:
These costs are required for a compliance check of an SLA or the verification of a
contractual fulfillment of a pre-negotiated contract, typically an SLA in the networking
domain. These costs could be considered, if required, as special fault management
costs for external errors.

7 Contract Management Costs:
These costs cover contract negotiations and interactions with customers, providers, and
peers, which may also include call centers as external interfaces to a network
management system. They could be considered, if required, as special configuration
management costs for setting up a bilateral or multilateral customer/user to provider
relation.

Finally, in a much longer term time-scale the following cost parameter may become
relevant:

8 Research Costs:
These costs exist for the design and development of network services in a determined
networking technology environment, for a given market segment, and a class of
customers.

Categories 1 to 5 show key characteristics of overhead costs. Network management cost
elements usually are not directly allocatable to a specific cost object. In this context, cost
objects consist in electronic services that are delivered to service consumers. Thus, in other
words, network management costs cannot be attributed directly to a given service delivery,
since this specific service delivery cannot be taken as the single or at least the main reason
that network management tasks occur in the first place. However, a certain share in overall
network management costs might consist of direct costs. This is the case if a network
management activity is triggered by a given service delivery. The costs related to that
specific network management activity are considered as direct costs. From the range
presented in Figure 8, other cost type classifications might apply to network management
costs in parallel, such as fixed or secondary costs. Category 8, research costs, is
characterized in the same way as network management costs mainly by overhead/indirect
costs.

Categories 6 and 7 are included in the transaction cost theory (cf. Figure 8). Contract
management (category 7), however, goes beyond pure negotiations. It involves also costs
for investigation, searching and — after a contract was concluded — costs incurred when
contract determinations need to be ensured/enforced. Thus, audit-related and negotiation-
related costs can be seen as a sub category of transaction costs. Again, this cost type
classification need not to be seen as the only possible classification.

In order to provide an initial sample list of economic measures and cost parameters
Figure 9 addresses for two examples a non-closing subset of parameters, measures, and
charges relevant for the pure IP access service for private or home use — the most basic
service to be thought of — and a VoIP service for corporate customers — a special VAS of
large interest.

Finally, the set of open problems to be tackled in future research needs to address this type
of mapping function between SLA and cost parameters — under certain assumptions —
and needs to show in which cases a most generic approach of a sensitivity analysis can be
developed in terms of a toolbox or a guideline in support of a provider and, at least
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Example IP Access Service (Private/Home Use)

o —
S \ Cost Parameters Economic Measures qEJ
8 ¢ Variable costs for e Transferred Data Service Charges 5’,
o upstream data traffic Volume e 0.10 €/ MByte g
8 e Fixed indirect costs e Time/Duration e 0.50€/h O
S (product_ion factors, ¢ Best-effort QoS e 9.99 €/ month _8
@ transaction costs) guarantees S
)] (0]
wn
Example VoIP Service (Business Customers)
Cost Parameters
o Fixed-step costs -

o (telephony minute ECQ”O”“C Measures .
) bundles; number ¢ Time/Duration (internal Service Charges GE)
3 blocks) calls) * 0.0€/min 5
o e Variable direct costs ¢ Time/Duration (internal calls) 2
8 (IP access service) (external calls to e 0.03€/min 8
b= e Fixed indirect costs foreign networks) (external calls) ®
3 (production factors, ¢ QoS guarantees e 5.00 €/month and g
transaction costs, (Availability, Jitter, line o
opportunity costs due Delay, Throughput) n

to QoS guarantees)

Figure 9: Cost Parameters, Economic Measures, and
Service Charges for Two Sample Services

hypothetically, for business customers, who would like to evaluate a number of counter
offers for their dedicated demands. Furthermore, a potential list of mandatory parameters of
interest for a service or service class as well as optional ones may be determined based on
the investigations of parameter dependencies and correlations.

4.2.2 Mobile Micro-payment and Accounting Systems

Micro-payments define the set of technology, which combines the action of payment — the
transfer of value or a monetary claim from a payer to a payee — with the amount of such
values, which are very small. Typically, micro-payment systems belong to the class of
electronic payment systems, in which a type of e-money will be transferred, initiated,
processed, and acknowledged fully electronically. Examples of micro-payment systems
include Wallie, Minitix, and Way2Pay (cf. [40] for further details and systems). This type of
e-money [4] — or electronic money — is defined by a complete electronic medium, in which
this medium is issued by banks and exchanged in a fully electronic manner. Finally, the
mobility aspect of those payment systems is added in case of

¢ the mobile device determining the payment instrument,

e the mobile device determining the payment terminal, or

e the mobile network determining the direct payment channel.

Thus, currently the following three systems “Paiement CB sur mobile”, Paybox [42], and
Moxmo show examples of mobile payment systems, not necessarily micro-payment

systems, though. A nice overview on all aspects of payment systems, micro aspects, and
technologies can be obtained from [40].
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The mobility aspect of accounting systems (for the set of existing accounting technologies
refer to Section 4.1.4), however, remains at this stage a preliminary one. This is based on
the fact that a number of decisions have to be taken in advance. Initially, the location of the
accounting data base is essential for either the reliable access to it as well as for an
performance-sensitive access. Furthermore, the size of such an accounting data base is
highly relevant for the type of device and its storage capabilities. Finally, the security
concern of the operator utilizing a mobile accounting system has to be met, of course,
meeting customers’ demands at the same time.

Note that there is a fundamental difference between the security needed for “traditional”
accounting systems and mobile micro-payment systems. Within traditional accounting
systems, using for example protocols like RADIUS [45], Diameter [3], or NetFlow [7],
information is exchanged between trusted parties. However, within micro-payment systems
information is exchanged between parties that have no direct trust relationship. As a
consequence, security aspects like data-integrity and non-repudiation are essential for such
systems. Trust not only requires technical measures, but need to be enforced also by
legislation.

For the design of an efficient and technically scalable mobile micro-payment system a set of
system and security requirements, application specifics, and performance considerations
have to be taken into consideration. In addition, such systems should support anonymity,
be easy to use, and allow payments to be made across country and payment operator
borders. Standardization and interoperability are, therefore, key and important requirements
[41].

4.2.3 Service Provisioning Templates for IP QoS Delivery

This section describes the business relationships between principal actors for an IP QoS
delivery. Two different possible business models are distinguished. The first one is largely
in-line with the business model specified in the context of the EU MESCAL project [34],
[25]. The second business model is based on observations of pure service providers
recently emerged in the Internet, such as Skype.

Each of those two examples are described in terms of service provisioning templates,
expressing the fact that the business model defines the product to be offered — here the
service to be offered — and the concrete interdependencies of roles distinguished — here
service users and customers as well as the three different provider roles — explain the
interaction template those roles will typically show for the type of service under
consideration.

4.2.3.1 Service Provisioning Template 1— MESCAL-compliant

Most today’s telecommunication companies that provide Internet access/services have the
functionality of both ICPs and ASPs, meaning that they not only own the IP network
infrastructure but also provide various services in a higher level. Figure 10 shows the
template that assumes the integration of ICPs and ASPs. This means that individual end-
customers not only are connected to the ICP but also subscribe to the services they are
providing. The main focus is on the relationships between end-customers and ICP/ASPs
and between ICP/ASPs themselves.

It is assumed that the interactions between ICPs and Access Providers for connecting end-
customers to the IP network infrastructure owned by the ICPs either do not exist (end-
customers are connected through means/facilities provided by the ICPs themselves), or if
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they do, they are completely orthogonal to (they do not affect) the provisioning of services;
as such they are outside the scope of investigation.

pSLA
cSLA

Figure 10: Service Provisioning Template 1 — MESCAL-compliant

In the scenario shown above, the primary interest is in the investigation of Service Level
Agreements (SLA) underlying the interactions between the stakeholder domains of concern
from technical perspectives (e.g., specifications, protocols) and the required functionality in
the ICP/ASP domains for supporting these SLAs. Regarding the latter, the emphasis is on
SLA fulfilment aspects through traffic engineering and service admission control functions.
More specifically, we are interested in the technical aspects of SLAs, referred to as SLSs
(Service Level Specifications). Service level specification can be described as a
documented result of negotiation that specifies availability, performance, pricing and other
aspects of a transport service a provider offers to a customer. The terms customer SLS
(cSLS) and provider SLS (pSLS) are used to denote respectively the SLS’ between end-
customers and ICP/ASPs, and among peering ICP/ASPs themselves.

Customer SLS (cSLS)

A cSLS is the technical specification of the SLA between the end-customer and the ICP/
ASP. It basically specifies how the end-customer traffic should be treated within the ICP/
ASP’s network. The intra-domain cSLS can be taken as an example, where traffic source
and destination are can be covered by one single provider. A typical cSLS includes the
following elements:

e SLSId:
SLS ID identifies uniquely the SLS specific to the end-customer;
e Scope:

As far as a single ICP/ASP network is concerned, there exist three types of SLS scope
for end-customers who would inject traffic:
¢ The pipe model (1, 1) has one ingress and one egress
¢ The hose model (1, N) has one ingress and multiple egresses
¢ The one-to-any model (1, *) has one ingress and a wildcard with egresses
e Service Schedule:
Service schedule specifies when the cSLS is active, i.e. operating times such as per-
day or per-week
e Flow descriptor:
Flow descriptor is essentially the packet stream identifier that includes source address,
port number and DSCP (Differentiated Services Code Point).
e QoS parameter:
Include, e.g., bandwidth, delay, jitter, packet loss ratio.
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e Traffic Descriptor:
A typical example is a token bucket algorithm for identifying in- and out-of-profile
packets.

e Excess Treatment:
Excess treatment indicates how to treat out-of-profile packets, e.g., dropping, shaping,
or remarking.

e Service availability:
Service availability means the percentage of time the service is available, e.g., 99.9%.

Provider SLS (pSLS)

As mentioned earlier, individual ICP/ASPs need to establish provider level SLS’ with each
other if they would like to expand IP reachability or higher level services to other providers.
With the presence of pSLS’ between multiple ICP/ASPs, Customers are able to subscribe
and use services that are provided by remote providers in the Internet.

In essence, pSLSs extend, typically to the end of QoS traffic exchange, the respective
agreements that exist today between the providers in the best-effort Internet -for transiting
or exchanging traffic. As such, they should be inline with the specific context of traffic
exchange, which is implied by the particular business relationships holding between
providers. Compared to cSLS’, a significant difference is that the technical service
agreement (pSLS) is based on aggregated traffic other than individual flows. Put in other
words, the task of negotiating pSLS’ between ICP/ASPs is to consider how to fulfil
individual cSLS’ from customers in an aggregate fashion.

ASIA - ASP interconnection
agreement
IIA - IP interconnection
agreement
CPA - Connectivity provisioning
agreement

ASIA (pSLS L5)

’ lIA (pSLS L3)

Figure 11: Service Provisioning Template 2 — Pure Service Provider-compliant

4.2.3.2 Service Provisioning Template 2 — Pure Service Provider-compliant

In this template, the functionality of ASPs and ICPs are distinct. Specifically, ASPs provide
higher level services to customers without owning any IP layer infrastructure. On the other
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hand, ICPs only offer IP connectivity services to ASPs for supporting higher level
applications and they do not interact directly to customers. Take Skype as an example: It is
able to provide IP telephony with only VolP gateways at the edge of INP’s networks, but
does not necessarily have a physical IP network.

Today, services provided by Skype are based on the best effort Internet without
guaranteeing any QoS. In order to offer IP telephony services with QoS guarantees, ASPs
need IP level QoS support (e.g., dedicated bandwidth resources) from ICPs. ASPs interact
vertically with ICPs on the basis of Connectivity Provisioning Agreements (CPA), as shown
in Figure 11. Beyond the forwarding and the QoS treatment of the service control and data
traffic entering the ICP’s network from the ASP’s sites, the ICP offers to the ASP means to
control the connectivity provisioning, such as receiving reports and alarms, invoking
admission control at the IP network resources level, or enforcing the required configuration
on the INP's network on service activation.

Similar to the first business model, for expanding the scope and augmenting the portfolio of
the offered services, ASPs may interact horizontally with each other through setting up
business agreements called ASP Interconnection Agreements (ASIA), which are also
called pSLS layer 5 (Session Layer). On the other hand, the underlying ICP also need layer
3 pSLS between each other in order to expand their IP reachability services. This type of
pSLSs is called IP Interconnection Agreements (llA). The elements to be included in ASIAs
and llAs are still under study at this moment.

4.3 Integration Steps Foreseen

Those two sets of mechanisms indicated in Section 4.1 and Section 4.2 are required to be
combined to achieve an economic management approach for network services. Due to
those detailed lists of parameters — originating from the QoS and RADIUS, Diameter, and
general accounting world as well as from the cost and economics measures domain — the
key interfaces between them have been initially identified. Of course, this step determines
the first one required, however, this basis clarified views and abstracted away from low-
level details, which will not be required. Thus, the integration module — as indicated in
Figure 6 — will become a key functional aspect of future economic management solutions.

The second step envisioned is addressed already in the continuation work of Task 8.1 and
Task 8.2 of WP8: The refinement of SLA management tasks, the monitoring of SLAs, the
investigation of promise theory for network contracts, the consolidation of accounting work
for various advanced — grid and broadband — services, investigations on cost parameters
and tariffs, the analysis of models for multi-domain scenarios, and the flexible design of
bandwidth trading schemes.

5 Preliminary Conclusions

The paradigm shift to Information Technology (IT) service management currently seen is a
consequence of various trends such as the liberalization of the telecommunication market,
the convergence between computer networks, and telecommunication systems and the
need for an end-to-end management. New technical, organizational, and economic
challenges become apparent and new technologies appear to be full of promise. While the
domains of traditional network management and IT management have been considered
separately so far, the interrelation and inter-operation of services from both domains does
require a joint approach.

Page 40 of 114 Version 2.0
© Copyright 2006, the Members of the EMANICS Consortium



Sixth Framework NoE 026854 D8.1 Economic Management
Public

Managing new services on many different types of networks with many different players are
among those challenges. Along with them is the need for the provisioning of a seamless
interoperability and interdependence between services and networks. In this area, service
providers compete for customers with high quality services, with the ability to deploy
services rapidly and efficiently, to make the ordering of services extremely simple, to keep
inconvenience for the customer at a minimum, and to provide for the ability to rapidly
introduce and roll out new service offerings in various locations and systems. Instead of
resources, such as network devices, end systems, and applications, it is necessary to think
in terms of services and service quality.

Therefore, the concept of such a service is a recent advance in the understanding of
networking technology as well as information technology. But what is such a service in
detail, what is a Service Level Agreement (SLA), and what are respective management
mechanisms for those? In order to analyze these questions in a much greater level of detail
several key models and terms have been discussed first to gain a common basis of
understanding. Besides the definition of many terms, the specification of the key
characteristics and features of the

e Deployment Model,
e Business Model,

e Role Model,

e Service Model, and
e Charging Model

have been discussed and agreed upon. By doing this, a common basis for further
investigations, technical and economic discussions, and developments has been defined.

Based on this common ground, the next research and collaboration issue was dedicated to
the investigation of key mechanisms, including technical as well as economic management
mechanisms. Those technical mechanisms were devoted to the key research issues such
as formalizing SLAs, SLA negotiation mechanisms, policy-based management, and
accounting. Discussing about technical aspects of SLAs and accounting has lead to the
research issue of respective economic mechanisms. Of special importance was the
definition of economic measures and cost parameters, mobile micro-payment schemes,
accounting, and the analysis of service provisioning templates in order to move from “bits to
business values”.

Due to the efficient research collaboration between the partners involved done so far, a
number of research results have been achieved already, as demonstrated in this
deliverable as well as the named selected cooperation papers found below. Those results
verify the teamwork started between EMANICS WP8 partners and determine a
commitment for further joint research achievements.

6 Glossary

This section outlines again the major terms which form the basis of the key models of an
economic management approach and which refer to mechanisms of an economic service
management infrastructure described in this document.

Version 2.0 Page 41 of 114
© Copyright 2006, the Members of the EMANICS Consortium



D8.1 Economic Management Sixth Framework NoE 026854
Public

Accounting

Accounting defines the process of keeping and aggregating information about the amount
of service units used by a service consumer, e.g., the amount of Mega Byte (MB)
downloaded or the number of Central Processing Unit (CPU) cycles used.

Business Model

A Business Model is the formal definition of a business concept. It defines offered services,
roles of participants, and their interactions.

Charging

Charging is the process of applying a specific tariff specified for a particular session to the
accounting information collected during the use of the service. The result of a charging
process is a calculated charge that the service consumer has to pay to the service provider
in return for providing the service.

Cost Parameter

Cost parameters define different types of costs involved in a service offered, such as
transaction costs and accounting costs, which are complemented by social costs,
opportunity costs and sunk costs.

Deployment Model

A deployment model defines the instantiation of a business model into operation. Thus,
different application domains or application areas will show different deployment models.

Economic Measure

Economic measures define the range of potential quantified metrics applicable to a service,
typically technical values derived from, e.g., QoS parameters or metering parameters.

End-to-end

The attribute end-to-end defines the scope of a connection’s property to be the entire
connection from its starting point (typically an Service Access Point (SAP) to a layer 7
service defined by the Connection End Point (CEP) of the corresponding application
process) to its destination (defined by an SAP and its respective CEP).

Policy

A policy defines a course or method of action selected among alternatives and in light of
given conditions to guide and determine present and future decisions.

Pricing
Pricing is the process of determining the price or tariff for the use of a service typically
performed by a service provider. This process includes the collection of information from

different sources which are needed to determine the price, depending on the pricing
strategy that is applied, e.g., cost-based pricing or market-based pricing.
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Quality-of-Service

Quality-of-Service (QoS) specifies the performance at which a service is provided to a
service consumer, based on specific quantitative performance parameters, e.g.,
throughput, delay, or jitter, which have an impact on the quality perceived by the service
consumer, such as good, fair, or poor.

Role

According to promise theory, a role is associated with types of promises, i.e. categories of
promise bodies. In this respect, a collection of agents can be associated with a role, given
that the members of the collection make (or receive) the same type of promise to (from)
some third party.

Service

A service is the entity or unit of work offered by a service provider on behalf of a service
consumer who can use the service. In general, a service includes several types of
resources, including hardware- and software resources such as computing power, network
links, storage capacity, and content, and it may even be composed of several sub-services
[20], [23].

Service Charge

A service charge is defined in terms of monetary units per service unit utilized, which is
typically mapped from QoS parameters or metering parameters.

Service Level Agreement

A Service Level Agreement (SLA) defines the terms under which a service is offered to a
service customer at a specific Service Access Point (SAP). The SLA includes a set of
parameters which specify the service and the QoS under which it is provided (e.g., the
amount of bandwidth allocated, the involved session partners, metrics and algorithms that
are used to compute SLA parameters), accountable units and the tariff which is used to
charge for the service usage. Besides, several other aspects such as penalties or actions,
respectively, to be taken if SLA objectives (i.e., guarantees) are violated, trust relationships
are part of a SLA.

Service Level Management

Service Level Management (SLM) is the process of specifying and monitoring services in a
standardized fashion according to an SLA. This includes the collection of service user
requirements, the definition and planning of services and SLAs, as well as the monitoring of
service parameters specified in the SLA.

Service Provisioning Template

A service provisioning template expresses the fact that a business model defines the
product or service to be offered and the concrete interdependencies of roles distinguished,
e.g., service users and customers as well as different provider roles, explain the interaction
template those roles will typically show for the type of service under consideration.
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Service Reliability

Service Reliability is the inverse of the probability for service failure. Failure may be due to
a service execution error or complete service unavailability.

Session

A session defines the use of a particular service, e.g., the download of a file or the use of
some amount of computing power. A session has always at least two session partners, a
service provider and a service consumer. In specific scenarios, the number of service
providers and service consumers may also be higher [23].

Tariff

A tariff defines how service usage needs to be accounted and charged for. It is represented
by a specific tariff formula and a set of tariff parameters which need to be agreed upon by
both session partners. For example, a volume-based tariff could be used to account and
charge for a file download. A tariff may also contain further parameters that have to be
computed dynamically during a session, e.g., depending on the time of day [23].
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8 Abbreviations

3G 3rd Generation

3GPP 3rd Generation Partnership Project

AAA Authentication, Authorization, and Accounting
ABC Activity-based Costing

AC Average Cost

API Application Programming Interface

AR Accounting Record

ASIA ASP Interconnection Agreements

ASP Application-level Service Provider

AVP Attribute Value Pairs

B2B Business-to-Business

B2C Business-to-Consumer

BR Billing Record

CDC Caisse des Dépots et Consignations

CDMA Code Division Multiple Access

CETIM University of Federal Armed Forces Munich (Universitat der Bundeswehr)
CEP Connection End Point

COPS Common Open Policy Service Protocol

CORBA Common Object Request Broker Architecture

CPA Connectivity Provisioning Agreements

CPA Collaboration Protocol Agreement

CPP Collaboration Protocol Profile

CPS Cumulus Pricing Scheme

CPU Central Processing Unit

cSLA Customer Service Level Agreement

cSLS Customer Service Level Specification

CSM Customer Service Management

CR Charging Record

DNS Domain Name System

DSCP Differentiated Services Code Point

DVO Dynamic Virtual Organization

EMANICS Management of the Internet and Complex Services
EU European Union

EV-DO Evolution-Data Optimized

FC Fixed Cost

FCAPS Fault, Configuration, Accounting, Performance, Security
FIPA Foundation for Intelligent Physical Agents

FR Frame Relay

GEMSS Grid-enabled Medical Simulation Services
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HIO

ICMP
ICP
ICT
IDC
IETF
A
INRIA

IPDR
ISDN
ISP

ITIL
IUB
KTH
LMU
M

MB
MC
MESCAL
min
NP
OASIS
OLA
(ON]
PCP
PDP
PEP
POTS
P2P
pSLA
pSLS
PSNC
PSTN
Q
QoS
RADIUS
RSVP

Hour

Oslo University College

Imperial College

Internet Control Message Protocol

Internet Connectivity Provider

Information and Communication Technology
Internet Data Center

Internet Engineering Task Force

IP Interconnection Agreements

Institut National de Recherche en Informatique et Automatique
Internet Protocol

Internet Protocol Detail Record

Integrated Services Digital Network

Internet Service Provider

Information Technology

IT Infrastructure Library

International University Bremen

Royal Institute of Technology Stockholm
Ludigws-Maximilian-Universitat Minchen
Mega

Mega Byte

Marginal Cost

Management of End-to-end Quality of Service Across the Internet at Large
Minute

Network Provider

Organization for the Advancement of Structured Information Standards
Operation Level Agreements

Open System for Interconnect

Physical Connectivity Provider

Policy Decision Point

Policy Enforcement Point

Plain Old Telephony System

Peer-to-peer

Provider Service Level Agreement

Provider Service Level Specification
Poznan Supercomputing and Networking Center
Public Switched Telephony Network

Output (in microeconomics)
Quality-of-Service

Remote Authentication Dial-In User Service
Resource Reservation Protocol
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RT Requirement Type
SAP Service Access Point
SDH Synchronous Digital Hierarchy
SLA Service Level Agreement
SLM Service Level Management
SLS Service Level Specification
SNMP Simple Network Management Protocol
SRTCPU Scarce Resource Trading for CPU
TAP Transferred Account Procedure
TC Total Cost
UMTS Universal Mobile Telecommunication System
UN Underpinning Contract
UniBwM University of Federal Armed Forces Munich (Universitat der Bundeswehr)
UniS University of Surrey
UniZH University of Zarich
UPC Universidat Politecnica de Catalunya
UPI University of Pitesti
Ut University of Twente
VAS Value-added Service
VC Variable Cost
VO Virtual Organization
VolP Voice-over-IP
WLAN Wireless Local Area Network
WP Work Package
WSLA Web Service Level Agreement
WS Web Service
xDSL Type x Digital Subscriber Line
XML eXtended Mark-up Language
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10 Selected Cooperation Work

This section of selected cooperation work covers a range of work started recently in the
context of EMANICS WP8 as well as sometimes shortly before. Thus, the content in this
section consists out of paper abstracts and summaries from single institutions (early starts)
as well as joint work between EMANICS partners (recent starts).

To provide an overview of these areas of work, the following subsections list authors,
abstracts, and the table of content, if they exist, or a respective sketch of the idea to be
worked on in the next month of EMANICS. In case of a full paper being available, it is part
of this deliverable at its final end, following the sequence as their summaries below.

Thus, D8.1 covers 2 single affiliation papers as well as 2 joint affiliation papers being ready
and 3 joint affiliation papers being under preparation.

10.1 Uncertainty in Global Application Services with Load Sharing
Policy

Authors: Mark Burgess and Sven Ingebrigt Ulland — HIO

Abstract:

With many organizations now employing multiple data centres around the world to share
global traffic load, it is important to understand the effects of geographical distribution on
service quality. The Domain Name Service (DNS) is an important component for global load
balancing. Using controllable simulations, we show that wide area sharing can play an
important role in optimization of response times when traffic levels exceed that which can
be supplied by a local infrastructure. We compute the probability of being able to meet
Service Level Objectives as a function of DNS caching policy (Time To Live), so that service
providers can account for DNS error margins in Service Level Agreements.

Table of Contents:

e DNS performance and high level load balancing are defined

e Time to Live policy is discussed

e Experiments to verify the predictability of DNS based load balancing are performed
e Conclusions about the limitations of predictable service levels are drawn

10.2 Promise Theory on ITIL

Authors: HIO and UniBwM
A sketch of this paper exists and is planned as follows:

Table of Contents:

e Summary of Ideas from ITIL

e Background

e Basic Promise Theory

e Application of Promise Theory to ITIL
e Necessary and Sufficient Roles

e Implementing “Requirements”

e Data Support
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e Continuity Management
e Coordination Management

10.3 Bandwidth Trading
Authors: David Hausheer!, Burkhard Stiller!, Aiko Pras2 — '"UniZH, 2 UT

Abstract:

The Internet is becoming increasingly popular as an electronic marketplace. As a result of
the rapid technological progress, the near future will show a wide variety of goods such as
computer resources and services being traded over the Internet by many buyers and
sellers. This vast amount of goods and traders requires reliable trading mechanisms to be
in place which are truly efficient and scalable.

At the same time, Peer-to-peer (P2P) networks are emerging as a new design approach for
building scalable and fault-tolerant applications. Fully decentralized marketplaces based on
P2P networks enable the trading of services over the Internet in a technically and
economically feasible way. In this paper the existing technology for a decentralized auction-
based marketplace supporting generic services is refined to meet the specific requirements
of a market for trading bandwidth.

A specific bandwidth trading scenario is specified that shall be supported by the developed
marketplace and from which detailed requirements are derived. The scenario is targeted at
trading optical links over a fully virtualized networking infrastructure. The particular
technical and economic aspects of such a bandwidth service are investigated and the
specific service parameters defined. A fully decentralized market infrastructure is designed
based on PeerMart's double auction mechanism allowing network operators to buy
bandwidth services on demand, and to even sell them to other network operators if not
used.

Table of Contents:

¢ Introduction and Motivation

e Related Work

e Scenario and Requirements: Economic efficiency, reliability, scalability

e Design and Application: Node Model, Service Description, Market Infrastructure,
PeerMart/Double Auction

¢ Implementation, Evaluation, and Test-bed Design
e Future Work
e Conclusions

10.4 An Accounting Model for Dynamic Virtual Organizations

Authors: Matthias Gohner?, Martin Waldburger?, Fabian Gubler?, Gabi Dreo Rodosek’,
Burkhard Stiller?— " UniBwM, 2 UniZH

Abstract:

The provisioning of remote and composed services in support of various application areas
has emerged over recent times dramatically. Thus, the concept of Grids has evolved in the
sense of a common platform for electronic service provisioning in multi-domain
environments. While, traditionally, Grids have seen a quite static existence, many new
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service compositions have to take place on-demand and for certain periods of time only.
Thus, the concept of Virtual Organizations (VO) delivers a highly suitable representation of
such dynamic Grids. However, an open problem at this stage can be seen in the lack of
applicable, distributed, and efficient accounting schemes for commercial resource and
service consumptions. Even for management purposes, e.g., sampling or archiving, this
functionality is essential.

Therefore, a comprehensive model for Grid accounting has been developed and suitable
accountable units have been defined, in which an underlying activity- and resource-based
accounting model covers economic cost theory. Furthermore, this work is based on a
service model proposed for service provisioning in dynamic VOs.

Table of Contents:

e Introduction

e Related Work

e Service Model for Dynamic Virtual Organizations
e Accountable Units for Grid Services

e Evaluation of the Accounting Model

e Summary and Conclusions

10.5 System Administration and the Business Process
Authors: Mark Burgess — HIO, Comments from UniZH

Abstract:

The integration of computer technology into a business process is an obvious goal for an
organization or company that relies on information services. In this work the following
question is posed and replied to: Is it possible to understand business modelling and
analytical system administration in the same light? In other words, how can someone bring
a rational scientific method to bear on the problem of building a business around an
Information Technology (IT) infrastructure, or building an IT infrastructure for an existing
business? To do this, the process of business modelling has to be viewed in the same light
as the process of modelling the rest of the information system, and to relate these ideas to
the practical issues that businesses have to contend with.

Table of Contents:

e Heuristic Goals of Business

e De facto Standards for Human Procedures
e Agreements, Contracts, and Relationships
e System, Environment, and Scales

e Business as a Network Service

e Demand and Capacity: “Provisioning”

e Service Provision Model

¢ Inventory Models

e The Cost of Poor System Administration

¢ Conclusions
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10.6 Process-oriented Service Level Management
Authors: Thomas Schaaf', Stylianos Georgoulas? — 'LMU, 2UniS

Abstract:

Preliminary Abstract: Service Level Management (SLM) belongs to ITIL's (Information
Technology Infrastructure Library) Service Delivery Processes and is thus of tactical and
strategic importance for the IT organization as well as the core business of an enterprise.
Since it is meant to represent the customer's demands towards the IT (Information
Technology) organization and at the same time lead negotiations with the customer, the
SLM process forms the interface between customer and IT organization on the one hand
(role-related view) and between business processes and IT processes on the other hand
(process-related view). In this work, we analyze the areas of conflict that derive from this
situation and find vital operational requirements to implementing the SLM process,
considering aspects of great significance for this process and its relation to other Service
Delivery and Service Support processes.

10.7 Introducing CPU Time as a Scarce Resource in P2P Systems to
Achieve Fair Use in a Distributed DNS

Authors: Thomas Bocek, David Hausheer, Reinhard Riedl, Burkhard Stiller — UniZH
Publication: 9th IEEE Global Internet Symposium 2006, Barcelona, Spain, April 2006.

Abstract:

Peer-to-peer (P2P) systems are flexible, robust, and self-organizing resource sharing
infrastructures which are typically designed in a fully decentralized manner. However, a key
problem of such systems are peers overusing a resource. This paper presents a fully
decentralized scheme to achieve fair use in P2P systems, which does not require a priori
information about a peer. The approach developed is based on a Scarce Resource Trading
scheme (SRTCPU), which utilizes CPU (Central Processing Unit) time as a form of
payment. SRTCPU provides an incentive to offer CPU time in return of consuming a scarce
resource. A distributed DNS has been implemented as an example application that uses
SRTCPU.

Table of Contents:

¢ Introduction

e Related Work

e Example-driven Design

e Implementation and Evaluation
e Summary and Future Work
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Uncertainty in Global Application Services with
Load Sharing Policy

Mark Burgess and Sven Ingebrigt Ulland

Oslo University College, Norway
mark@iu.hio.no

Abstract. With many organizations now employing multiple data cen-
tres around the world to share global traffic load, it is important to
understand the effects of geographical distribution on service quality.
The Domain Name Service is an important component for global load
balancing. Using controllable simulations, we show that wide area shar-
ing can play an important role in optimization of response times when
traffic levels exceed that which can be supplied by a local infrastruc-
ture. We compute the probability of being able to meet Service Level
Objectives as a function of DNS caching policy (Time To Live), so that
service providers can account for DNS error margins in Service Level
Agreements.

1 Introduction

Meeting Service Level Objectives (SLO) is a crucial goal for online businesses,
especially in the application services sector. Even if no formal Service Level
Agreement (SLA) has been made, Service Level Objectives (SLO) are set by
clients’ demands: users will typically defect from a slow web-site after only a few
seconds of waiting in order to look for an alternative[l], hence performance is
directly related to profit.

One of the benefits that networking offers is the ability to use distributed
resources to one’s advantage. When local resources fail to cope with demand,
external resources can be brought into play simply by redirecting requests to
another location. That location could be a few centimetres away, or several thou-
sand kilometres across a wide area network. However, in wide area, globalized
services there are more links in the chain between server and customer where
uncertainties and delays can creep in, and each of these components becomes a
focus of independent interest for the performance analyst.

The role of the Domain Name Service (DNS) has been of particular interest
in the matter of load sharing and redirection of traffic. On the one hand, this is
an obvious place to overload existing functions for the purpose of load balancing;
on the other hand it is a fragile bottleneck in Internet services with low security
properties and relatively poor performance. Ten years ago, network service ca-
pacities were orders of magnitude poorer than today so the delays incurred by
DNS lookups was less noticeable. Today, the DNS appears as a key bottleneck
which contributes a significant fraction to service round-trip times.



In this paper, we examine the predictability of wide area load-sharing, based
on the Domain Name Service, and attempt to identify strategies for minimizing
its impact on Service Level Objectives.

2 Global network services

Global load sharing is a subtle topic, because it makes cost trade-offs based on
quite different currencies. Many layers are involved in directing a service across
the globe, and each of these can add to the uncertainty in response time, and
to the delay experience by the end user. One must therefore try to unravel the
various components.

Why would we not simply centralize a service for easy management? The
reasons for this include security, fail-over redundancy, traffic congestion man-
agement or even power saving (or cost saving under different tariffs)[2]. The
inhomogeneity of load that occurs during the course of a day often makes night-
time processing favourable in a data centre[3], thus it might be a reasonable
strategy to divert traffic to a geographically remote location (on the other side
of the planet) in order to balance a heavy day-time load — this would assume
that the routing and transport cost were acceptable[4, 5]. In other work, we have
looked at how local methods can be used to predict the scaling of application
services in a data centre. The ability to respond to a request depends on both
the nature of demand[6] and the availability of supply[7].

There is a need then to be able to predict the performance of wide area
redirections for coping with server traffic, and study them in relation to the ben-
efits of more local strategies. We approach the question of application service
performance by asking a simple question: how does the use of wide area meth-
ods for network redirection affect application services levels? i.e. What level of
uncertainty does globalized load balancing add to service response times?

There is a large literature on application service modelling. Much of it is now
five to ten years old, and some is contradictory. We consider the situation today.

3 DNS

The Domain Name System (DNS) is the global name lookup service in the
Internet. It is a distributed, hierarchical and redundant database running on
many thousands of servers world-wide, each responsible for one or more DNS
zones. When a client issues a request for a URL, the browser will first try to
resolve the hostname in the URL into an IP address, so that it knows where to
send the request. This is where it is possible for a DNS server to influence the
outcome of a query, effectively directing the client to a desired or lightly loaded
site. However, the DNS approach to load balancing is not without challenges, as
will be discussed shortly.

DNS servers come in a variety of flavours all of which allow the service to act
as multiplexers, serving different looked-up values for incoming requests in a one-
to-many mapping. The approaches differ in their ‘back-ends’, i.e. the amount of



internal processing they use to adapt to their situation. We shall consider both
static and adaptive ‘back-ends’ in this paper.

Consider a single DNS query, and assume that its return value has not pre-

viously been cached anywhere. The following sequence of events ensues:

1.

2.

A client program passes a partially qualified hostname to a system interface,
(normally called gethostbyname ().

The operating system qualifies the name by adding a local domain name, if
none was specified, and redirects the request to the local resolver (typically
a local DNS nameserver), asking for the A-record (or AAAA-record in IPv6)
for the fully-qualified name — an A-record is a standard hostname-to-IP map-
ping. The request to the resolver is recursive, which enables a flag meaning
“I only want the final answer.”

If the local resolver does not have the answer, it performs iterative queries
through the DNS hierarchy. First it asks one of the thirteen root DNS servers.
These know which servers control the top-level domains like com, org and
net. The local resolver caches the response.

Further, the resolver asks one of the top level DNS servers for further direc-
tions to the domain. Again, it caches the response.

When the iteration process reaches one of the lookup domain’s DNS servers,
this server will know the answer to the query, and reply with an IP address,
e.g. 192.0.34.166. Yet again, the resolver caches the response.

. The response is sent back to the client operating system, which also caches

the response.

The TP address is returned to the browser, which in turn can contact the
server and retrieve the content. In addition to the operating system caching
the response, many clients will do so as well.

Note how this rather simple example introduces at least five levels of caching,

not

counting potential intermediate http proxies.
Consider a query to a balanced web site. A typical response could be as in

this example:

;3 QUESTION SECTION:
;cnn.com. IN A

)

cnn.
cnn.

cnn

cnn.

cnn

cnn.
cnn.

3

cnn

ANSWER SECTION:
cnn.

com. 300 IN A 64.236.29.120

com. 300 IN A 64.236.16.20

com. 300 IN A 64.236.16.52

.com. 300 IN A 64.236.16.84

com. 300 IN A 64.236.16.116

.com. 300 IN A 64.236.24.12

com. 300 IN A 64.236.24.20

com. 300 IN A 64.236.24.28
AUTHORITY SECTION:

.com. 600 IN NS twdns-04.ns.aol.com.



The nameservers return multiple A-records for the ‘cnn.com’ hostname — this
list is known as a Resource Record Set (RR set). The addresses appear to be
within the same provider network. This does not mean however that they are
geographically close to each other. Clients typically traverse the RR set sequen-
tially, starting from the top. That is, if the first address on the list does not
work, the client tries the next one, and so on. This is a decision that the client
makes.

The numbers in the second column of the response show the Time-To-Live
integer value (TTL) in seconds. This value governs how long the answer can
reside in a cache in any of the intermediate nodes. Once this value has expired,
the cache discards the value and the client must obtain an ‘authoritative’ answer
by iterative querying once again. This is a traditional strategy for off-loading
DNS servers and reduce lookup latency by caching the IP address value of a
DNS lookup for the specified lifetime. The relevance of this mechanism must be
reevaluated in light of performance improvements over the intervening decades.

As long as the TTL is greater than zero, queries will be answered from a
cache instead of being redirected to other servers. In the example, the A-records
have a TTL of 5 minutes. A low TTL ensures that DNS servers are queried
often, and hence are given the possibility to obtain fresh, up-to-date information
about a domain which is making changes over relatively small time intervals.
Low TTLs mean frequent repetition of the arduous look-up process and hence
come at the cost of adding a considerable delay to the total service response
time.

For example, the DNS can consume a significant part of the time it takes to
fetch a web page, which might have several in-lined objects, including pictures
and advertisements from many source domains. Shaikh et al note: “25% of the
name lookups (with no caching) add an overhead of more than 3 seconds for the
ISP proxy log sites, and more than 650 ms for the popular sites. respectively. It
is interesting to observe that nearly 15% of the popular sites required more than
5 seconds to contact the authoritative nameserver and resolve the name. This
is likely to be related to the 5-second default request timeout in BIND-based
resolvers” [9)].

As we shall see, caching alleviates this problem considerably (indeed, the
question of caching versus non-caching leads to a strongly bimodal behaviour),
but with a different potential cost: global congestion.

From the above, we note that DNS can employ two basic mechanisms in
multiplexing: it can cyclicly permute the RR set so that each new query is
ordered differently. Since clients normally pick the first element from the list,
this amounts to a continual Round-Robin shuffling of the server set. Second, the
TTL value must be chosen to be a relatively low value to avoid too much re-use
of old data which would bias the fair-weighted Round-Robin distribution.

Clearly, these methods are unreliable. There is much uncertainty. If we have
three servers in the RR set and only every third query from a given client contains
a service request, then all the traffic goes to the same server after all. We are
also trusting clients to act predictably and not try to second guess the results



from the DNS server by performing their own shuffling: DNS implementations
are not required to preserve the order of resource record sets. As for TTL values,
multiple levels of caching make it a challenge to predict and control the actual
TTL observed by the end user. The TTL policy is only a polite request to caches,
not an enforcable mechanism.

A problem with low TTL values is in so-called sticky sessions in which a user
is connected to a particular instance of a network service with a cookie of session
identifier that is unique to one server (e.g. in a net bank or online retailer). If
the next request to a persistent session were directed to a different server, the
session would be lost. We shall not discuss this particular issue here, since its
resolution is a story in its own right.

4 DNS latency

Service Level Objectives are performance wishes often set informally by clients
and estimated by engineers. The service provider wants to guarantee that users
will gain access to their services within a Service Level Objective. Users are
known to give up on slow services within just a few seconds and take their
custom elsewhere[1].

The uncertainty is the response time is rightfully a combination of the uncer-
tainty margins in each of the independent causal factors between the client and
the server. This includes the identification of the appropriate server through the
DNS service. One would like to write:

At = \/(AtDNs)2 + (Atrouting)? + - (1)

Since the DNS is a network service, it is itself dependent on all of the other
uncertainties in a network, so each DNS query invokes all of the latencies in the
system even before a service has commenced. Alas, the inter-dependencies of a
network make the Pythagorean formula above difficult to implement.

A data centre engineer would like to attempt to compensate for the lookup
delay, or at least account for it in service promises to clients. Let us consider
then, how much DNS server redirection could add to the margins needed for the
‘over-provision’ of services, according to this study? On a global scale there are
more sources of possible delay which could add to the overall response time. It
is plausible that the worst bottleneck would be shifted to some other component
in the supply chain. Hence it seems possible that one might win performance
improvements by making a more informed choice based upon monitoring of the
available capacities along different alternative paths.

Consider the scenario in figure 1. We imagine a global organization with al-
ternative data centres at different locations. Redirection to the appropriate data
centre will occur by DNS multiplexing. There are two competing mechanisms in
such a load sharing scheme: the desire to avoid bottlenecks at the dispatcher and
the desire to avoid congestion at the servers themselves. If the dispatcher does
not share efficiently, there might be congestion, but if the dispatcher struggles
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Fig. 1. A schematic illustration of the DNS load sharing scenario..

to share the load it could add to the service time itself. This is a classic problem
in inventory management[10].

The DNS Time To Live is key here, since a high TTL lowers the load on
the DNS as a dispatcher, but at the same time increases the congestion on the
servers. It behaves as a slider-knob trading off these two effects. Figure 2 shows
what one might expect for the relationship between the TTL value set in the
authoritative nameserver and the round-trip time of fetching web-objects from
a hostname that is registered with several IPs in the authoritative nameserver.
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Fig. 2. Hypothesized cost of a DNS based load balancer at high traffic levels. The cost
rises for low TTL as the load on the DNS server increases. The cost rises for long TTL
as the individual servers start to become loaded inefficiently due to unfair weighting.

What is interesting about this form is the possibility that there exists an
optimal value for the TTL parameter (the inventory re-order time). In previous
work this TTL parameter has been set essentially by hand, without much insight
into its functional role[8,11]. We would like to investigate this causal role of



the TTL value more carefully below by testing DNS implementations against
simulated traffic patterns.

5 Empirical study

Our experiments investigate the policies that can minimize DNS induced latency.
Such latency can come from the inefficiency of the DNS service itself, from
the relative congestion of alternative servers, and from transport uncertainties
(which are unrelated to the DNS). We arrange for the latter to disappear by
isolating a DNS load balancing scenario in the lab. Hence we are left with the
interplay between dispatcher (the DNS response time) and server congestion
(determined by the algorithm used by the dispatcher) which yields a final service
time.

We deploy a client, the client’s local resolver with cache (representing a local
domain nameserver), and the remote domain’s authoritative DNS server. We
also have six web-servers, all configured similarly to answer requests for a single
hostname, e.g. www.example.net. Wide-area network emulation is provided by
the NetEm facility in the 2.6.16 linux kernel[13]. This is a part of the QoS
framework there, and it allows us to specify delays and delay distributions for
outgoing queues to simulate load. In the experiments on TTL vs RTT, the cache
has a mean delay of 20ms, the authoritative has 300ms.

5.1 Effect of TTL on round-trip time, homogeneous servers

Running the flood tool to test DNS server response allows us to test our hypo-
thetical inventory processing model for the combined lookup and service time.
For the initial test, we make all of the servers identical in capacity and latency.

The plot in figure 3 shows the effect of TTL on static DNS server response-
time for a full page load, that is, a DNS request for the hostname, TCP connec-
tion setup, sending HTTP request and finally receiving HTTP reply (connection
tear-down is not included). The HTTP request used is trivial to serve and re-
quires few CPU cycles per request.

For TTL 0, there is little variance in the results. We found that it was es-
sentially impossible to overload a DNS server running on modern hardware with
realistic traffic intensities. The uncertainty bars corresponds exactly to a con-
trolled delay distribution which we specified for the authoritative nameserver
(using NetEm). For TTL 1 and beyond, DNS requests are served both by the
authoritative and caching nameserver. Since these two servers have very different
delays set up for their outward queues, a request would either be served by the
cache or the authoritative server. As TTL increases, the chance for a cache hit
in the caching server increases proportionally. We see a flattening out of the tail
for large TTL and no apparent rise in server congestion, since the load presented
by our test page was low. Thus, this data represents primarily the behaviour of
the dispatcher.
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Fig. 3. Cost of lookup as a function of TTL for a ‘static backend” DNS server. To be
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Figure 4 shows how the DNS response time distribution is strongly bi-modal,
clearly showing the influence of caching. The figure is dislocated so we can view
the two peaks in more detail. We see that for TTL 0, there are no cache-hits on
the caching server. But as TTL increases, so does the cache-hit rate. For TTL
100, we see a very high number of cached replies, and a close to zero amount of

time-intensive authoritative requests.

Fig. 4. The bimodal response time distribution for DNS showing the effect of caching..

The above experiment was repeated for a dynamic back-end DNS server:
PowerDNS (with PostgreSQL as back-end). Here the database is loaded with
the zone-data containing the resource records. PowerDNS is set up to query
the database using a simple query, and appending "ORDER BY random() LIMIT
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1" which returns one random IP address when requesting the hostname. The
linearly increasing uncertainty in second figure 3 can be attributed to server load-
ing due to poor entropy. Requests are queued and the system enters a thrashing
phase. It increases with the TTL since a low TTL spreads the requests very effi-
ciently among the servers, avoiding overload. As TTL increases, the probability
of server load does too, and thus also the uncertainty. Thus we have measured
both tails of our hypothetical curve for different traffic regimes.

5.2 Distribution entropy

The plot in figure 5 shows the cumulative frequency distribution of overall re-
sponse times. What we observe is that for a zero TTL, most requests (90%) lie
within the range of 0 to 1000 milliseconds per request. For TTL 9, we can see
that approx 60% of the requests lie within the range of 0 to 2000 milliseconds
per request. Also for TTL 9, we see that approx 90% of the requests lie within
the range of 0 to 6000 milliseconds per request. Note that a long TTL seems to
imply a longer wait, which warns against the very large TTL values suggested
by authors several years ago. These results are of great interest to the Service
Level Agreement architects. The efficiency of the load scheduler itself also de-

Cumulative frequency (% of requests)
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HTTP request round-trip time (ms)

Fig. 5. Cumulative frequency plot of service times show with what certainty we can
specify a response time as a function of TTL..

pends on the TTL. Ideally a load balancer will maximize the entropy of the
connections histograms[14]. Figure 6 shows how well BIND distributes requests
evenly among servers in a resource record set for a single client.

In the“Cyclic B” case, with a TTL of three seconds we see a more uneven
response caused by BIND resetting the order of the resource record set each time
the TTL expires. This causes a greater uncertainty which the simple round-robin



algorithm does not cope well with: an unfair weighting is induced on the server
record distribution.
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Fig. 6. Entropy of load balancing by DNS for one client..

The variations are very small, however, and do not pose any risk of over-
utilisation for server ‘www1’ unless there is critically high traffic, in which case a
non-linear instability could be seeded by this lack of parity. However, seen in the
context of requests arriving from a source of many clients in diverse domains,
there could be sufficient entropy of clients to even out this behaviour.

6 Comparable work

Several researchers have examined load balancing using DNS with varying con-
clusions. Cardellini et al survey proposed and commercially available balancing
schemes, including constant and adaptive TTL schemes for DNS, dispatcher-
based packet rewriting, and server-based mechanisms[8]. They find that both
constant TTL with server and client state information, and the adaptive TTL
scheme perform better than stateless round-robin approach.

Bryhni et al also compare a set of load-balancing implementations, with a
focus on dispatcher-based systems[11]. The round-robin DNS is discussed with
TTLs of 1 and 24 hours. Their trace-driven simulation results show that a
dispatcher-based design running a round-robin algorithm yields the best distri-
bution of load and amongst the lowest response times observed for that particular
scenario.

In another paper Cardellini et al present a more thorough examination of
web-server load balancing using DNS, and introduce HTTP redirection as a
potential remedy for the otherwise coarse-grained nature of DNS[15]. They claim
superior performance of redirection mechanisms over classic DNS-only balancing.

Shaikh et al, show that lowered TTL values must be carefully chosen to
balance page responsiveness against excessive latency observed by the client[9].



The authors recognise that, to allow a fine-grained and responsive DNS-based
server selection scheme, the TTL should be set to zero or a very low value,
however this can lead to two orders of magnitude of extra delay, according to
the paper. Other authors also explore the effectiveness of lowered TTL values.
Jung et al [16], Teo [17], Park [18].

7 Discussion and Conclusions

DNS load balancing is a somewhat controversial topic. We have examined the
behaviour of the DNS implementations with regard to their caching policy in
order to find the expected uncertainty in meeting Service Level Objectives.

We find that today’s DNS servers easily cope with high request volumes,
in high levels (notwithstanding denial of service attacks). Caching policy does
not impact directly on performance from the viewpoint of the server. However,
the response time of the DNS service is relatively high by comparison to other
services, due to the iterative nature of queries.

Round robin load balancing in DNS service works adequately with high levels
of entropy, but are more likely to become unstable under high traffic conditions
for low TTL.

Low level load balancers favour simple round-robin load-sharing at low to
medium intensity[7]; there one has very low latency routes between the dis-
patcher and server and the cost of looking for improvements outweighs any
benefits. In global routes, a DNS server can benefit from a knowledge of the
round-trip time when load balancing. Unfortunately, there is not a clear corre-
lation between the time measured by the client, and that measured by the DNS
server load balancer, so this does not work well.

It is questionable whether daily load patterns can play a real role in sharing
load for global companies. Response time is coupled with so many factors that
it is overall response time of a dispatcher, route, and server that affects the
response time the most. Of these, transport time and DNS lookup are likely the
major part.

The uncertainties inherent in wide area load sharing mean that a DNS load
balancing strategy is not a substitute for low level load-sharing mechanisms.
Failover redundancy is a main reason for having multiple data centres, but this
is not the same as load balancing by DNS. Cumulative frequency plots indicates
the additional round-trip time with corresponding uncertainties for requests.
This shows us what one can expect to achieve in an agreement 80% or 90% of
the time. Pre-sorting sites, e.g. by ‘picking the site in your country’ etc preempts
DNS weaknesses.

DNS cannot be avoided, but is it the right tool for load balancing? Clearly it is
not. However, it is nearly the only viable interface for load-balancing on a global
scale (IPv4 anycast is another). DNS, with the solid backing of a dynamical
back-end (based on a database with state-information gathered from the servers,
maybe proximity information from ARIN’s IP-to-country mappings, time zone
info, etc), is a very powerful tool for global server load balancing.
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Abstract

The provisioning of remote and composed services in
support of various application areas has dramatially
increased over recent times. Thus, the concept of Grids has
evolved, in the sense of a common platform for electronic
service provisioning in multi-domain environments. While,
traditionally, Grids have seen a quite static existence, many
new service compositions have to take place on-demand
and for certain periods of time only. Thus, the concept of
Virtual Organizations (VO) delivers a highly suitable repre-
sentation of such dynamic Grids. However, an open prob-
lem at this stage can be seen in the lack of applicable, dis-
tributed, and efficient accounting schemes for commercial
resource and service consumptions. Even for management
purposes, e.g., sampling or archiving, this functionality is
essential.

Therefore, a comprehensive model for Grid accounting
has been developed and suitable accountable units have
been defined, in which an underlying activity- and
resource-based accounting model covers economic cost
theory. Furthermore, this work is based on a service model
proposed for service provisioning in dynamic VOs.

1. Introduction

Grid systems have evolved over time from traditional
Grid computing to service Grids. Grid computing focused
on high performance computing, based on the concepts of
cluster-building and resource sharing. By applying these
concepts, Grid systems are able to solve data- and computa-
tionally intensive tasks. Service Grids address in addition
the virtualization of resources and services across adminis-
trative borders. Thus, they dispose of mechanisms needed
for geographically and organizationally distributed service
provisioning within a Virtual Organization (VO).

Based on the embracing analysis performed in [31], com-
paring traditional Grid computing and today’s service Grids
with other related concepts, service Grid VOs are character-
ized as follows: Virtualization allows for inter-domain ser-

vice provisioning and resource coordination. Resources are
encapsulated by services that in turn can be aggregated into
more complex service bundles. Services are accessible via
well-defined interfaces and they implement standard and
open protocols so that interoperability between heteroge-
neous Grid nodes is achieved. In contrast, implementation
details as well as information about service composition
and the overall organizational alignment of the VO are hid-
den from service users.

From an economic point of view, virtualization refers not
only to the concept of resource coordination between
legally independent organizational entities, it also covers
dynamics with respect to organizational composition and
business process execution [27]. Depending on the specific
service user needs, representing a market’s demand side,
suited service providers need to be bound to a VO. Changes
in either, demand or supply side, thus result in other opera-
tional VO instances. Furthermore, processes need to adapt
to changing contexts so that e.g., aggregated services have
to be newly composed. In order to reflect dynamic aspects
explicitly, Dynamic Virtual Organizations (DVO) are intro-
duced and used subsequently.

Inter-domain resource coordination and service provi-
sioning in DVOs traditionally finds most deployment cases
in research-oriented Grids, but it is more and more taken up
in fully competitive commercial environments as well,
strengthened by the respective Grid initiatives lead by
industrial supporters like IBM [24]. Either for statistical and
planning reasons only, or with charging for consumed
resources in mind, accounting of resource usage records is
in a service provider’s interest — both, in academic and
commercial environments. Usage records feed accounting
systems with metered statistical information on what
resources have been consumed how and by which service.
In economic terms, resource consumption is reflected by
cost elements. An accounting system has to specify
accountable units that need to follow the principles of the
economic cost theory. Moreover, accountable units have to
consider the specific requirements on accounting for elec-
tronic services that are offered in DVOs. This covers partic-



ularly the fact that — once a Grid service has been pro-
duced, thus, being available for service delivery —
electronic services are characterized by a high share of
indirect cost elements that are not directly attributable to a
specific provided service.

Accordingly, the main objective of this work consists in
the design of an accounting model that addresses inter-
domain provisioning of electronic services in DVOs. This
model needs to satisfy on the one hand DVO-specific
requirements, while on the other hand, it has to consider
generic requirements on accounting systems that are based
on the economic cost theory. This approach is followed in
order to establish an accounting system that integrates
both, the perspectives of economic and technical account-
ing. In particular, the relevant set of accountable units for
Grid services has to be specified, constituting the base
components of the accounting model. In order to reach this
goal a thorough investigation in existing Grid accounting
concepts is performed in Section 2, including an analysis
of all considered approaches. This is followed by a close
inspection of DVOs and the respective service model in
Section 3. The gained insights on existing approaches and
Grid service characteristics lead to a set of generic and
DVO-specific requirements on accountable units as deter-
mined in Section 4. Driven by these characteristics, the
accounting model is developed in the same section, which
is followed by a functional evaluation performed in
Section 5. Finally, the work is summarized and conclusions
are given in Section 6.

2. Related Work

The area of Grid accounting has already been investi-
gated in other Grid projects and by other researchers.
Therefore various approaches on accounting for Grids can
currently be observed in literature. The following section
provides an overview of the “status quo” of existing
accounting systems and accounting tools from European as
well as international Grid projects, and it finally presents
an evaluation of fundamental characteristics in a condensed
form.

2.1 Accounting Processor for Event Logs (APEL)

The web-based accounting tool APEL, which has been
deployed within the EGEE/LCG project [18] is a log pro-
cessing application used to interpret batch system and gate-
keeper logs in order to generate accounting records [6].
The APEL Log Processor parses log files to extract job
information and publishes it using R-GMA, an implemen-
tation of the Grid Monitoring Architecture (GMA) pro-
posed by the Global Grid Forum (GGF) [5].

In LCG accounting, each site publishes its own account-
ing data using an R-GMA primary producer which makes
use of its locally assigned R-GMA server. Currently, only
PBS (Portable Batch System) and LSF (Load Sharing
Facility) batch systems are supported by the underlying
architecture. The architecture, however, can easily be
extended to develop other variants. Via a secondary pro-
ducer, the aggregated accounting data is streamed to a cen-
trally administrated, relational database management sys-
tem in the Grid Operations Centre (GOC), which is used to
provide a web front end, generating a summary of resource
usage across the Grid [6]. Furthermore, various plug-ins
exists to provide access to a MySQL database in the GOC
in order to publish accounting records through R-GMA for
presentation on the web.

2.2 Distributed Grid Accounting System (DGAS)

The DataGrid Accounting System was originally devel-
oped within the EU DataGrid Project (EDG) [7] and has
been maintained and re-engineered within the European
EGEE project since April 2004 [1]. DGAS is designed to
support an economy-based approach to regulating the dis-
tribution of Grid resources among authorized Grid users
and to implement resource usage metering, accounting and
account balancing in a distributed Grid environment [28].

In accordance with the SweGrid Accounting System
(SGAS, cf. Section 2.7) all currency transactions are medi-
ated by decentralized bank services. The consumption of
Grid resources by Grid users is registered in appropriate
servers, called Home Location Registers (HLR), which
manage both user and resource accounts. Similar to SGAS,
the Distributed Grid Accounting System makes use of so-
called “template accounts” that are temporarily linked to
authorized Grid users for the duration of a job submission.
Furthermore, the HLR takes care of the communication
between different HLRs, and it credits/debits the different
users/resource owners for the respective amount of
resource usage [13].

EDG makes use of an approach where each VO has their
own HLR available for their members, although a finer
granularity is possible. The Price Authority (PA) is an
optional component in the architecture that determines
prices for all different resources in the Grid, either manu-
ally or by using different dynamic pricing algorithms. Sim-
ilar to the HLR approach, each VO comprises at least one
PA. The costs of the user job are finally determined by the
HLR service from resource prices and usage records.
Account balancing is done by exchanging virtual credits
(Grid Credits) between the HLRs of the user and the
resource [13].



2.3 Grid Accounting Services Architecture /
GridBank (GASA)

GridBank (GB), developed in Australia within the Grid-
bus project [23], is a secure Grid-wide accounting and pay-
ment handling system with a strong focus on economic
structure and economic brokering. In [3], several require-
ments on Grid accounting and various economic models
within GridBank are presented, based on what the Grid
Accounting Services Architecture (GASA) is proposed.
The paper highlights implementation issues with respect to
a detailed discussion of format variants to be maintained
for various records/data bases, e.g., Resource Usage
Records (RUR). Also several protocols for interaction
between GridBank and the various components within
Grid computing environments are presented. In addition,
payment of resources is addressed in the approach by
means of a comprehensive set of payment schemes, based
on both, Grid Credits and real money.

In contrast to SGAS and DGAS, the accounting system
of GridBank has a slightly different underlying infrastruc-
ture. Providers and consumers of Grid resources have to
register themselves on a central server, so that resource
owners do not have to establish accounts for every resource
user [13]. Another interesting aspect of GridBank is that it
makes use of decentralized Grid Trade Servers (GTS) to
negotiate resource prices and to select an appropriate
resource provider.

2.4 Grid Based Application Service Provision
(GRASP)

The aim of the European GRASP project [21] consisted
in integrating network-enabled Application Service Provi-
sion (ASP) with Grid computing and Web Services in com-
pliance with the OGSL.NET framework [14]. Therefore,
GRASP made use of distributed and heterogeneous
resources, which are integrated using Grid technologies, in
order to implement current and future ASP business mod-
els.

A fundamental concept of the GRASP infrastructure,
which is compliant with the Open Grid Services Infrastruc-
ture (OGSI) specification, is the Virtual Hosting Environ-
ment (VHE). VHE comprises various services and
resources, which are provided within a VO [8]. The under-
lying accounting subsystem, that supports usage-based and
service-level-based charging of jobs and applications, is
implemented by means of two basic Grid services: the
Financial Accounting (FA) service as well as the charging
service. The FA Service allows the execution of an applica-
tion by coordinating other subsystems belonging to the
Business Component Services Layer [14]. An important
aspect of the accounting system is the usage of policies,

which are supported by Web Service Level Agreements
(WSLA) [22] as well as business extensions. The use of
policies provides for accounting mechanisms that are flexi-
ble and dynamically configurable.

However, the accounting and billing services as deter-
mined within GRASP are still in an early design phase. For
this reason, several interesting aspects remain unspecified,
such as the range of supported resource types or account-
able units.

2.5 Grid Service Accounting Extensions (GSAX)

GSAX represents an extensible OGSA (Open Grid Ser-
vices Architecture) [20] accounting and logging framework
as proposed by the GGF RUS-Working Group (RUS-WG)
[19], and as it emerged in the course of the IBM “Extreme
Blue” Grid accounting project [4].

GSAX is designed to provide a functionally modular
accounting framework, which can be expanded by adding
or changing so-called core components. Furthermore, the
underlying accounting system allows for the use of
accounting at various application levels, and it provides
information at different degrees of granularity (e.g., real-
time information or data on a per-job basis) [4]. Another
important aspect of this theoretical approach is the possi-
bility to integrate Quality-of-Service (QoS) parameters as
well as Service Level Agreements (SLA) at different levels
into the accounting framework. For instance, this provides
economic-based QoS and SLAs to be implemented at
accounting level. The underlying accounting subcompo-
nent comprises two basic services: first, the account man-
agement service that provides accounting-related informa-
tion and accounting records to higher-level components via
adequate interfaces; second, the accounting service that
handles metering events and, thus, establishes interfaces
with the lower components of the framework [4]. The
account management service as well as the accounting ser-
vice both hold an instance of an account which contains
information as for example the current balance or list of
users authorized to use the account.

2.6 Nimrod/G

Nimrod/G is a Grid resource management and schedul-
ing system based on Grid technologies, which was devel-
oped at the Monash University in Australia. The tool was
designed to manage the deployment of parametric experi-
ments in a global computational Grid [2]. Nimrod/G sup-
ports an integrated computational economy in its schedul-
ing system. This means that Nimrod/G can schedule jobs
on the basis of QoS requirements, deadlines and budget
restrictions [2]. The Nimrod/G Agent records the amount
of resources consumed during job execution, such as CPU



time and wall clock time. The online measurement of
resources consumed by an executed job helps the scheduler
to evaluate resource performance and to change schedules
accordingly. Furthermore, information from the metering
component can be used in order to perform an accounting
of the resource consumption.

As a summary, Nimrod/G puts the focus on allocating
and scheduling, however, not on the accounting of Grid
resources. Thus, this approach lacks a specification of
accountable and monetary units as well as a detailed
description of user accounts and accounting records. As a
result, Nimrod/G should not be considered as a single inde-
pendent accounting system. Integrating Nimrod/G into
existing accounting systems, e.g., into GASA, proves to be
reasonable [2][3].

2.7 SweGrid Accounting System (SGAS)

The SweGrid Accounting System (SGAS) is an account-
ing system already implemented in the Swedish National
Grid (SweGrid). SweGrid is a computational Grid, initially
joining together one cluster at each of six high-perfor-
mance computing centers across Sweden, and currently
comprising approximately 600 nodes [29].

In contrast to DGAS or GASA, the SweGrid Accounting
System is built on open, standard-based Grid protocols and
existing toolkits, e.g., OGSI. SGAS currently supports
homogeneous computing nodes as well as few accountable
units only [13].

The underlying architecture of the system consists of a
bank service, the Job Account Reservation Manager
(JARM), and the Log and Usage Tracking Service (LUTS)
[11]. In SGAS, each VO has an associated bank service in
order to manage resource allocation for a given VO
research project. The primary purposes of the SGAS bank
are to keep track of the resource consumption for the indi-
vidual projects/users and to enable coordinated quota
enforcement across the SweGrid sites. Among other things,
substantial features of the bank component include bank
account administration, transaction history, a logging ser-
vice as well as soft state account holds. JARM provides a
single point of integration of SGAS into various Grid mid-
dlewares [13][15]. Moreover, when placed on each Grid
resource, JARM intercepts incoming service requests, per-
forms account reservations and charges the account of the
requester after resource usage. Finally, LUTS collects and
publishes on the one hand usage data, while, on the other
hand, it allows users to query accounting information in a
consistent way. Similar to GridBank, accounting data is
stored using Resource Usage Records (RUR) as standard-
ized by the Global Grid Forum (GGF) Working-Group
[13].

2.8 Analysis of Existing Approaches for Grid
Accounting

In order to conclude, the following section briefly sum-
marizes several shortcomings of existing accounting
approaches for Grid environments. A detailed summariza-
tion of fundamental characteristics of existing accounting
systems is depicted in Figure 1.

v Yes®, (V) ,In parts®, — ,,No“, n.s. ,,Not specified*.

Criteria Accounting System
APEL DGAS GASA GRASP GSAX Nimrod/G SGAS

Interoperability und portability W) ) ) n.s. ) v v
Scalability v ) - n.s. v v v
Integration ) W) ) n.s. ) v v
Inter-organizational accounting v v v ns. v n.s. v
Flexibility und extensibility v n.s. v n.s. v ) v
Support of existing standards - - ) ) ) n.s. v
Support of multi-provider scenario - - - - - - -
Customer-specific visualisation of accounting data v/ - - n.s. n.s. n.s. -
User transparency n.s. n.s. n.s. n.s. n.s. n.s. W)
A ing of heterogeneous resource: W) v v ) n.s. n.s. -

Accounting of virtual resources - — - - - — _
Accounting of virtual services - - - - - - _

Virtualization concept -

Support of high dynamics v ) ) n.s, n.s. v v
Security n.s. v v ns. v n.s. v
Standardized, generic interfaces - - - n.s ) v )
Support of various accounable units/metrics v v v n.s v n.s. -
Precision and abundance v v v v v n.s. v
Support of different accounting policies v v n.s. n.s v n.s, )
Reliability and fault tolerance n.s. n.s. W) n. n.s. n.s. v
Administration and management n.s. W) n.s. n.s. n.s. n.s. v
Verification n.s. v v n n.s. v v
Open Source v v v - - v v

Figure 1: Evaluation of Existing Approaches

One of the major drawbacks of existing accounting sys-
tems is that they do not offer a comprehensive concept for
the virtualization of resources and services with respect to
accounting. Neither of the considered accounting
approaches defines virtual resources or virtual services, nor
do they provide mechanisms for the accounting of virtual
resources and virtual services as they are offered within
VOs. Generally, the focus of existing systems and account-
ing tools is on the accounting of physical Grid resources.
Accounting of complex services — as for instance infor-
mation services or computation services — is considered
only partially. In addition, the aspect of accounting of com-
posed virtual resources and services is also not reflected:
this is of particular importance for multi-provider scenarios
where several real and virtual organizations provide
together a virtual resource or virtual service. Furthermore,
to some extent only static environments with Grid
resources of homogeneous nature are considered by the
underlying accounting systems. Dynamic Grid environ-
ments with a high level of heterogeneity with respect to
resources, operating systems, and Grid middleware are in
most cases not taken into consideration.



3. Service Model for Dynamic Virtual Orga-
nizations

Due to lacking support of virtualization concepts and
multi-provider scenarios in existing Grid accounting
approaches, a closer look at characteristics of electronic
service provisioning in DVOs is needed. To this purpose, a
generic service model for DVOs needs to be determined.
This section’s main objective, thus, is to refine the DVO
model introduced in [10] as well as the proposed model in
[30] in order to specify a comprehensive service model for
Dynamic Virtual Organizations, as Figure 2 illustrates.
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Figure 2: Service Model for Dynamic Virtual
Organizations, extended from [30]

In the process of creating DVOs, multiple autonomous
organizations — so-called real organizations (RO) — are
involved in providing the VO’s resources and services by
contributing some of their local resources and services,
respectively. DVOs are characterized by strong dynamics
in their organizational composition and business processes.
Furthermore, in a highly dynamic VO, resources are not
necessarily dedicated to a single service or a single organi-
zation only. In the context of Grid computing, virtualiza-
tion can be seen as the mapping of real objects (such as
resources, services and organizations) into virtual objects,
which may have functional characteristics of (different)
real objects [32]. In Grid environments, the concept of vir-
tualization provides an essential means to increase the flex-
ibility within VOs with respect to, e.g., the provisioning of
resources as well as services. If, from a service-oriented
point of view, the focus of VOs is on the provisioning of
services, a VO can be defined as a set of virtual resources
and virtual services that can be used by individuals to
archive a common goal [10]. Furthermore, resources and
services of a VO may also be provided to members of other
VOs. This case visualizes exemplarily how important it is
for an accounting system to account for resource consump-
tion and service usage in an accurate form.

A virtual resource of a VO may consist of several physi-
cal resources provided by one or multiple real organiza-

tions. A fundamental characteristic of Grid resource virtu-
alization is that they may represent resources — or rather
types of resources — that do not physically exist in this
way within real organizations. A VO, for example, may
provide a virtual storage resource which consists of several
storage elements from real organizations, e.g., a RAID sys-
tem of ROy (cf. line a in Figure 2) as well as a file system
and a tape storage system of RO, (lines b and c). Alto-

gether, these resources build a virtual storage resource
offered by VO;.

Normally, the functional properties of a virtual resource
are assumed to be the same as the ones of the real resource,
but the non-functional characteristics may be different
[32]. In the simplest case, a virtual resource offered within
a given VO consists of exactly one resource of an underly-
ing RO (line d). In addition, virtual resources may also
comprise a set of virtual and real resources. For instance,
VO, could provide a virtual resource that consists of a vir-
tual computing resource (line ) of VO which in turn con-

tains several computing clusters as well as a physically
existing resource of RO, (line f), e.g., a high-performance
computer. Finally, the concept of virtualization can also be
applied to virtual resources itself so that a virtual resource
may consist of several other virtual resources of potentially
different VOs in order to provide a compound virtual
resource.

In Grid environments, physical Grid resources, such as
computing elements, storage resources, networks, software
licenses or scientific devices may exhibit a high level of
heterogeneity. Therefore, resource virtualization is also
used to provide a homogenized view on heterogeneous
resources. For that reason, resource virtualization can be
seen an essential means to reduce the complexity of man-
aging heterogeneous systems and to handle diverse
resources in a uniform way [12].

In order to provide the functionality of a resource, as for
example access to a database or computation elements, real
as well as virtual resources are encapsulated by the use of a
trivial service which provides standardized access to the
resources in an abstract way. From a technical perspective,
these encapsulation services for example may be realized
as Web Services. Beside resources, a VO can also comprise
a set of virtual services that are composed of several ser-
vices of one or more real organizations participating in the
VO (lines g, h, and 1i). These so-called compound virtual
services [10] are perceived as instantiations of multiple,
potentially different services from real organizations onto
one virtual service. The underlying services of the ROs —
which themselves are provided upon physical resources —
can be of homogeneous or heterogeneous nature. Similar to
the provision of virtual resources, a VO may also offer vir-
tual services, which use several real services in order to



build up a new type of service having a new functionality
and which is not provided as such within the underlying
organizations.

The following “virtual information service” sketches an
example how a compound virtual service comprising sev-
eral services from the underlying real organizations might
look alike: The virtual information service collects infor-
mation on experiments in the domain of particle physics,
using a data service of RO;. It then performs several calcu-
lations on this information via a computation service,
offered by RO,, and finally presents the results in graphical

form using a visualization service offered within RO5. In

this example, the virtual information service makes use of
several underlying services from real organizations which
are provided upon physical resources that altogether build
a composed virtual service. Through virtualization, a vir-
tual service in most cases becomes a more complex service
than the underlying services of the real organizations [10].
In the simplest case, a virtual service may consist of
exactly one service from the underlying RO (line j). In this
case, one-to-one mapping from the real service onto the
virtual service takes place. Furthermore, a virtual service
may also comprise several real and/or virtual services in
order to build a new compound service. For example, a vir-
tual service of VO, may use another virtual service from
VO, together with a real service from RO, in order to pro-
vide a new compound virtual service (lines k and 1).

On the other hand, in analogy to service provisioning in
real organizations, a VO may also offer virtual services that
are not composed of virtual and/or real services, but which
are provided upon virtual resources (lines m and n). An
example for this case would be a virtual computation ser-
vice offered by VO, that is provided upon virtual comput-
ing resources within VO,, which in turn are composed of
several computing facilities of the underlying organiza-
tions. Finally, a virtual service can make use of real and/or
virtual services and additionally may consume one or sev-
eral virtual resources in order to offer a new virtual service
(lines o, p, and q).

Generally, the set of virtual resources and virtual ser-
vices needs to be mapped in an operational manner to real
resources and real services by applying an adequate map-
ping function [10]. The mapping function is also an impor-
tant means to map accountable units for virtual
resources/services onto real resources/services. In order to
access services or resources of another VO, it is necessary
to have an established trust relationship between VOs,
which in turn is carried forward to all services and
resources of the underlying ROs. VO members only have
immediate access to virtual services and virtual resources
of another VO. Thus, they can not directly use resources

and services of the underlying organizations which are
arranged in the lower layer of the service model.

4. Accountable Units for Grid Services

Driven by the comprehensive analysis of existing Grid
accounting approaches (cf. Section 2), and the presented
service model for DVOs, the relevant requirements on
accounting mechanisms in DVOs are identified in this sec-
tion. This includes both, generic and DVO-specific require-
ments. In a second step, the determined requirements are
considered in developing an embracing accounting model
for DVOs.

4.1 Requirements on Accountable Units

In general, accounting systems rely on accountable units.
These determine the range of possibilities for taking
records of resources consumed during provision of a ser-
vice or product. Resource usage records thus form the basic
input for accountable units that, in turn, serve as input for
charge calculation. Accountable units depend on the
respective range of measurable units of a specific resource.
Resources may be both, tangible and intangible, e.g., a
piece of hardware or software.

Accountable units, in their role of the basic constituting
elements of an accounting model, have to satisfy a set of
generic and application environment-driven requirements.
The first category embraces generic accounting practices,
while the latter covers in this context DVO-driven require-
ments, well considering the applicable presented service
model for DVOs. With respect to generic accounting
requirements, the following issues are of particular con-
cern:

Typically, accounting is divided into internal/managerial
and external accounting. This separation is reasoned by the
different objectives the variants take. While external
accounting (also referred to as financial accounting) is
bound to informing organization-external entities, such as
investors or authorities, internal accounting serves mainly
business-optimizing purposes. Accordingly, external
accounting is highly regulated, whereas organizations are
free on what accounting approach they follow for internal
aims. Internal or managerial accounting is also called cost
accounting, since costs are perceived as an important ele-
ment on the one hand to estimate process efficiency. On the
other hand incurred costs also serve as input to price calcu-
lation. Driven by the main aim of this work — consisting in
the design of an accounting model for DVOs — accounting
is understood as internal or cost accounting only. In the
context of a DVO, which deals with resource coordination
across administrative borders, cost accounting is particu-



larly relevant, since costs, by definition, directly express
resource consumption.

In accounting, causality between given facts to be con-
ceived by an accounting system and assigned accountable
units is essential. Transferring this concept to cost account-
ing means that for every cost element the corresponding
cost driver needs to be determined. Cost drivers, hence,
stand for the event or fact that primarily has caused costs in
the first place.

Beside those generic requirements, application domain-
specific requirements need to be considered. In a DVO,
primarily electronic products — in terms of electronic Grid
services — are offered. With the focus on electronic service
provisioning often comes a high relative amount of indirect
costs (overhead costs). While labor and material costs are
relatively easy to be assigned directly to products, it is
more difficult to allocate indirect costs to products. Where
products use common resources differently, a weighting
mechanism is needed for the cost allocation process. This
assumption is valid for any electronic service that is not
production-oriented, i.e., once a given service has been
produced for the first time, re-provision of the same or sim-
ilar service does not cause costs that grow linearly with the
number the service has been delivered. In such a case, the
share of costs that are directly assignable to the provision
of a service diminishes, while the relative amount of indi-
rect costs (e.g., depreciation on infrastructure) increases
with the overall number of service deliveries. As a conse-
quence, for DVOs which face a high amount of indirect
costs to be assigned, the chosen accounting model needs to
provide methods that support allocation of indirect costs.

Another DVO-specific requirement is derived from the
presented applicable service model that puts focus on vir-
tual services and resources in a multi-provider environ-
ment. Allowing basic services to be aggregated into more
complex service bundles demands for an accounting model
that provides the means to generate different views of
aggregation on accounted data. In doing so, the consistent
use of the same accounting practices on all aggregation
levels is desired. Hence, the accounting model is required
to be highly flexible and universally applicable, so that it
can reflect, in the same way, the respective views of a sin-
gle Grid service provider, or of a VO as a whole.

If all those generic and DVO-specific requirements on
accountable units are taken into account, the following
overall claim is determined: Accountable units have to be
specified in the most flexible way, since they form the base
building blocks every Grid service can be composed of.
These accountable units have to act as the cost objects on
which indirect cost elements can be assigned according to
suited cost drivers. By means of the set of specified
accountable units, the accounting model needs to bridge
the gap between financial data, originating from the tradi-

tional cost accounting systems, and the technical account-
ing system.

4.2 Development of an Accounting Model for
Dynamic Virtual Organizations

Section 2.8 reveals that the latest Grid researches prima-
rily focus on the accountability of Grid services from a
technical perspective and on a meta level of VOs. All pre-
sented Grid accounting models and architectures deal with
resource usage records or offer a usage tracking service. In
order to use Grid services in a commercial environment,
economic and financial principles have to be considered
and actual costs have to be allocated to the resource usage
of a service. Furthermore, DVOs are characterized by vir-
tualization and dynamics which makes service provision-
ing very complex as managing heterogeneous systems and
diverse resources from different service domains need to be
considered. These facts demand for the definition of
accountable units and an accounting systematic that satis-
fies the above mentioned characteristics and that fills the
identified gap of already existing accounting models. The
accountable units presented in this paper form a link
between the financial world and the technical Grid envi-
ronment.

Although Grid services are very heterogeneous and rely
on the usage of different resources, accountable units need
to be determined from the consistent set of base building
elements out of which every Grid service is composed.
This approach facilitates both, flexible and consistent
accounting and charging. These universal accountable ele-
ments are called service constituent parts, covering namely
Processing, Storage, Transferring and Output, as Figure 3
shows. These four service constituent parts represent the
four basic hardware functionalities, out of which any intan-
gible digital service is assembled by some amount. This
does not imply that all four service constituent part types
have to be used for generating a given service. In order to
allow a better understanding of a service constituent part,
the four service constituent part types are explained in
Table 1 with respect to detailed descriptions, cost elements,
applicable metrics, and relevant cost drivers.

After the introduction of the four basic building compo-
nents, an accounting model is going to be introduced. The
model considers the requirement to support virtual multi-
provider scenarios. The main target of any participant in
the DVO is to know the costs for providing one specific
service request. Figure 3 provides an overview of the idea
of the accounting system and the central role of service
constituent parts. The accounting model relies on two well-
known accounting systems.

The first is the Traditional Cost Accounting System
(TCAS) as specified in supposably every cost accounting



Table 1: Service Constituent Part Characteristics

Characteristics (Description, Costs, Metrics, and Cost Drivers)

Processing | Constituent

It is very unlikely that Grid service provisioning without data processing is possible at all. As a result, the service constituent part “Processing” re-
ceives strong importance. Basically, this service constituent part type calculates the cost for processing data in a CPU. The IT resource for this ser-
vice constituent part type, thus, is considered to be a CPU. Processing costs primarily depend on the used hardware (CPU Type) and also the used
application logic (software). In addition to that, other costs like cooling devices for CPUs as well as cache memory could be considered too. The
activity metric for “Processing” is based on CPU usage which can be either measured as CPU seconds or million instructions per second. There-
fore, the service cost driver for “Processing” is the time of CPU usage (CPU cycles).

Storage

This service constituent part type calculates costs for storing data during a certain amount of time. The main cost-causing resources for this service
constituent part type are data storage devices, such as hard disks or any portable data carriers. The costs for this service constituent part type also
depend on the costs of all hardware components around the storage system, such as racks, software for managing the hard drives as well as back-
up systems, magnetic tapes, and robot systems for exchanging and transportation. Possible activity metrics for this service constituent part type
are: I/O operations, transmitted volume, used disk or tape space over a certain time period. The more data has to be stored, and the longer it has to
be saved, the more costs are incurred. In consequence, a suitable service cost driver for “Storage” is the mathematic product of volume and time.

Transferring

This service constituent part type calculates costs on the one hand of transferring data between resources within a real organization (internal trans-
ferring). On the other hand, costs for external data transfers between virtual resources are considered, e.g., between RO and VO or VO and VO.
Basically, these transferring costs can be separated in WAN costs and LAN costs, since both categories typically show different cost structures.
Moreover, external and internal data transfer might differ in the way of what Quality-of-Service levels can be guaranteed. The IT resource con-
sumed by this service constituent part type is a “Network™ of a specific administrative domain. Service cost drivers for “Transferring” could be the
transferred data volume or the provided bandwidth.

Output

This service constituent part type calculates costs for generating a tangible output. Possibly, this could be a printed document, e.g., an invoice for
charging purposes, forms, or photos. For example, this service constituent part type is provided by a printing centre in a bank, generating an over-
view of the monthly transactions of a bank account. The cost-causing IT resource for this service constituent part depends on the hardware (e.g.,
printers) used. Apparently, printing is the only service constituent part that uses directly clearable material consumption. From a cost-effectiveness
perspective, this service constituent part type is characterized by a relatively high share of direct cost elements and variable cost when compared
with the other service constituent part types where indirect overhead costs prevail. Thus, the more pages printed, the more toner, ink and paper will
be used, and the higher the costs will be. Cost-influencing factors are output device-dependent characteristics (ink printer or laser printer), time
(priority), print quality, and paper quality. An adequate metric for measuring the consumption of this service constituent part is printed pages or
printed lines. Instead of printing a document, it is also possible that this service constituent part describes the process of storing data on a portable
data carrier such as recordable CDs or magnetic tapes. Accordingly, other service cost drivers have to be defined (e.g., MB burned, used CDs or
DVDs).

text book, such as in [16]. TCAS is used to allocate costs
first from financial data to cost centers and then to cost
objects which are the corresponding service constituent
parts. TCAS is therefore used to determine cost rates for
the service constituent parts involved in providing a spe-
cific service.

The second accounting system is Activity Based Costing
(ABC) [26][25][17]. The main idea of ABC is that cost
objects consume activities. Activities, in turn, consume
resources, and the consumption of resources determines the
event that drives cost. Instead of using broad, arbitrary per-
centages to allocate costs, ABC seeks to identify cause-
and-effect relationships in order to assign costs objectively.
Once costs of the activities (represented by service constit-
uent parts) have been identified, the costs of every activity
are attributed to each product to the extent that the product
uses the activity. In this way, ABC often identifies areas of
high overhead costs per unit and, thus, directs attention to
finding ways to reduce costs or to charge more for costly
products. A big advantage of ABC is its hierarchical and
modular structure which is useful for accounting at various

levels of application and granularity. This allows for uni-
versal applicability. A more detailed illustration of ABC
accounting is provided by Figure 4.

Processing

CPU Sec.

© c Storage =
© 28 MB-Month = 8
o 382 S S
2 Sa _ °
i g @ | Transferring g [
o Ss B 2 0
c 5 5 o
© LR 2 =
c =i > =
= < Output g )
Printed lines <

Service Constituent
Parts

(Cost Drivers)

Figure 3: Accountable Units Overview



The most difficult task, however, consists in finding the
appropriate amount of service constituent parts. The higher
number of service constituent parts to be considered, the
more accurate costs will be collected, but the more expen-
sive the measurements will be. Therefore, careful consider-
ations about economic cost/benefit calculation have to be
made. There is no generic rule for choosing the right
amount of service constituent parts so far — RO may use a
bottom-up approach while VO may use a top-down
approach. The bottom-up approach identifies first every
service constituent part offered by an IT resource, while the
top-down approach starts with the offered service and iden-
tifies the real and virtual resources (from different VOs or
ROs) with their corresponding service constituent parts
used for service provisioning.
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Figure 4: ABC Aécounting Model for a DVO

As Figure 4 shows, the usage of ABC accounting allows
to allocate also other costs for service provisioning which
are not chargeable to any of the above mentioned service
constituent parts. This could be organization-specific cost
elements such as, e.g., administrative costs that accrue due
to service provisioning. From the perspective of a VO,
external services (virtual services) could be charged in a
flat fee scheme or per service request. In the example given
in Figure 4, VO, offers a virtual service that is composed
by two external services, the first provided by RO, and the
second by RO,. In addition to the costs incurred by sourc-
ing those external services, additional costs are included on
VO level, for instance for administrative activities. Focus-
ing now on the first external service provided by ROy, the
example shows what cost-relevant activities are needed for

RO; to provide this service to VO;. Again, an external ser-
vice is sourced from a third party, followed by RO;’s main
process, plus other, not further specified, cost elements.
Within the administrative domain of ROy, several informa-
tion aggregating steps are taken, leading in a top-down
approach to a fine-granular process cost analysis, until, on
the lowest level, the respective service constituent part
assignment per real IT resource is conducted. Even though
the example depicted in Figure 4 features real resources
only, the accounting model is applicable in the same way to
virtual resources and virtual services (cf. Section 3) as
well.

5. Evaluation of the Accounting Model

The objective of the following chapter is to provide an
evaluation of the accounting model with regard to the
requirements determined in Section 4.1 and to finally point
out benefits as well as shortcomings of the presented
accounting systematics.

From a theoretical viewpoint, the proposed accounting
model fully matches the set of generic as well as DVO-spe-
cific requirements on accountable units. The presented
approach is compliant with the service model introduced in
Section 3, and it covers all relevant aspects of service pro-
visioning in DVOs from an accounting perspective. Fur-
thermore, the accounting model provides the possibility to
bridge concepts of the Traditional Cost Accounting System
and technical accounting, allowing to allocate financial
expenses to resources and to calculate costs for resource
usage by means of cost drivers. In addition, the proposed
accounting model is also highly flexible as it is able to
reflect different views within the same model e.g., the view
of a single Grid service provider and multiple Grid service
providers as well as the view of a VO as a whole. Thus the
accounting model is universally applicable in highly
dynamic environments being capable to reflect the percep-
tion of different Grid service providers. Moreover, the
accounting model for DVOs is extensible in the sense that,
on the one hand it can be adapted and expanded concerning
the objectives of different Grid service providers. On the
other hand, costs for additional resources — as for example
scientific devices — may also be taken into consideration by
the accounting model by the use of the service constituent
part ,,other”. The underlying idea of allocating costs first to
IT resources and then to the four service constituent parts
additionally makes the accounting model very powerful for
an application in dynamic environments. Due to the fact
that within the presented approach basically only fixed
overhead costs are allocated to the service constituent
parts, the accounting model allows for the detection of
inefficiencies whereas an economical analysis is simply



done by identifying IT resources which do not run at a high
workload level.

Since accounting on a fine-granular basis causes a con-
siderable effort which stands in contrast to the overall ben-
efit of the accounting system, a cost/benefit analysis still
has to be performed. Within this work, the requirements
match has been performed from a theoretical viewpoint.
The accounting model however cannot be evaluated in
practical terms. Thus, its application in a real-world sce-
nario has to be envisaged, as for instance within the Ger-
man D-Grid [9] where several so-called Community-Grids
(e.g., MediGrid, AstroGrid, HEP-Grid, etc.) and resource
providers (e.g., supercomputing centres, universities, etc.)
jointly offer a broad range of complex Grid resources and
Grid services to the German scientific community.

6. Summary and Conclusions

The emerging importance of service Grids and its associ-
ated concept of DVOs, to allow a flexible and dynamic
grouping of virtual services and resources, has brought up
also the importance of accounting in such a highly dynamic
environment. A comprehensive investigation into account-
ing models for Grid systems has revealed that existing
approaches do not consider the full set of requirements on
Grid accounting in DVOs, covering in particular aspects of
resource and service virtualization as well as accounting in
multi-provider scenarios. This has led to the need for an
integrative Grid accounting model to be determined. Since
DVOs provide virtual services with certain service levels
and costs, the identification of accountable units and
accounting models is essential as well. In the paper an
activity based costing, resp. accounting model for DVOs is
proposed and evaluated. Besides, accountable units have
been identified, i.e., four basic service constituent parts of
processing, storage, transferring and output. Due to the fact
that the model was designed following economic account-
ing principles, rather than feature-driven requirements
only, it qualifies as the first Grid accounting model to
bridge the apparent gap between financial and technical
accounting systems. From a conceptual point of view, the
developed accounting model is sustainable. Results, how-
ever, are still of a theoretical nature at this point. Therefore,
it is planned to verify its bearing strength in a real-word
scenario in the area of D-Grid, an initiative to establish e-
science in Germany.

Acknowledgements

This paper was supported in part by the EC IST-EMANICS Network
of Excellence (#26854).

References

[1] C. Anglano, S. Barale, L. Gaido, A. Guarise, G. Patania, R.
Piro, F. Rosso, A. Werbrouk: The Distributed Grid Account-

ing System (DGAS); (Accessed) June 2006.
http://www.to.infn.it/grid/accounting/main.html.

[2] A.Barmouta: Authorization and Accounting Services for the
World Wide Grid; Master thesis, University of Western Aus-
tralia, June 2004, pp. 1-154.

[3] A.Barmouta, R. Buyya: GridBank: A Grid Accounting Ser-
vices Architecture (GASA) for Distributed Systems Sharing
and Integration; 17th Annual International Parallel and Dis-
tributed Processing Symposium (IPDPS 2003), April 2003,
pp- 22-26.

[4] A. Beardsmore, K. Hartley, S. Hawkins, S. Laws, J.
Magowan, A. Twigg: GSAX Grid Service Accounting Exten-
sions; September 2002, pp. 1-30.
http://www.doc.ic.ac.uk/~sjnS/GGF/ggf-rus-gsax-01.pdf.

[5] Byrom, R., R. Cordenonsi, L. Cornwall, M.Craig, D.
Abdeslem, A. Ducan, S. Fisher, J. Gordon, S. Hicks, D.
Kant, J. Leake, R. Middleton, M. Thorpe, J. Walk, A.Wilson:
APEL: An Implementation of Grid Accounting Using R-
GMA; September 2005, pp. 1-2.
http://www.gridpp.ac.uk/abstracts/allhands2005/apel.pdf.

[6] Byrom, R., J. Walk, and D.Kant: User Guide for APEL -
Accounting Using PBS Event Logging; March 2005, pp. 1-
32.
http://hepunx.rl.ac.uk/edg/wp3/documentation/apel/apel-
user-guide.pdf.

[7] The DataGrid Project: The DataGrid Project; (Accessed)
June 2006. http://eu-datagrid.web.cern.ch/eu-datagrid/.

[8] D-Grid Initiative: D-Grid AK2 Middleware und Services
Bestandsaufnahme; Mai 2004, pp. 1-8.
http://grid.desy.de/d-
grid/ak2/DGrid_AK2 Ergebnisbericht.pdf.

[9] D-Grid Initiative: D-Grid Initiative; June 2006.

http://www.d-grid.de/.

G. Dreo Rodosek, H.-G. Hegering, B. Stiller: Dynamic Vir-

tual Organizations as Enablers for Managed Invisible

Grids; 2006 IEEE/IFIP Network Operations and Manage-

ment Symposium (NOMS 2006), April 2006, pp. 1-11.

ftp://ftp.ifi.unizh.ch/pub/techreports/TR-2005/ifi-

2005.09.pdf.

[11] E. Elmroth, P. Gardfjéll, O. Mulmo, A. Sandgren, T. Sand-

holm: An OGSA-Based Bank Service for Grid Accounting

Systems; 2nd International Conference on Service Oriented

Computing, June 2004, pp. 279-288.

I. Foster, H. Kishimoto, A. Savva, D. Berry, A. Djaoui, A.

Grimshaw, B. Horn, F. Maciel, F. Siebenlist, R. Subrama-

niam, J. Treadwell, J. Von Reich: The Open Grid Services

Architecture; Version 1.0: Informational Document, Global

Grid Forum (GGF), January 2005, pp. 1-61.

http://www.ggf.org/documents/Drafts/draft-ggf-ogsa-

spec.pdf.

[13] C. Frogner, T. Mandt, S. Wethal: Cluster and Grid Comput-

ing: Accounting and Banking Systems; Study Project Report,

May 2004, pp. 1-59.

http://hovedprosjek-

ter.hig.no/v2004/data/gruppe05/files/cgc2004 report.pdf.

Gagliardi, F., P. Graham, M. Heikkurinen, J. Nabrzynski, A.

Oleksiak, M. Parsons, H. Stockinger, K. Stockinger, M.

Stroinski, J. Weglarz: GRIDSTART Project: IST Grid

Projects Inventory and Roadmap; March 2005, pp. 1-281.

http://www.gridstart.org/download/GRIDSTART-IR-

D2.2.1.4-V1.6.doc.

[15] P. Gardfjall: SweGrid Accounting System Bank; December
2003, pp. 1-14.
http://www.sgas.se/docs/SGAS-BANK-DD-0.1.pdf.

[16] R. H. Garrison, E. Noreen, P. C. Brewer: Managerial
Accounting; 11th Edition, McGraw-Hill/Irwin, December
2004.

—
—
(=]

=

—
[
[\

—

[14

—_



[17] J. Gerlach, B. Neumann, E. Moldauer, M. Argo, D. Frisby:
Determining the Cost of IT Services; Communications of the
ACM, Vol. 45, Nr. 9, September 2002, pp. 61-67.

[18] J. Gordon: Accounting, ‘the last A’; Workshop Presentation,
May 2005, pp. 1-18.
http://www.e-irg.org/meetings/2005-NL/johngordon-
accounting.pdf.

[19] The Global Grid Forum: OGSA Resource Usage Service WG
(RUS-WG); (Accessed) June 2006.
https://forge.gridforum.org/projects/rus-wg.

[20] The Globus Alliance: Globus: OGSA - The Open Grid Ser-
vices Architecture; (Accessed) June 2006.
http://www.globus.org/ogsa/.

[21] The Grid-based Application Service Provision (GRASP)
Project: GRASP; (Accessed) June 2006.
http://eu-grasp.net/english/default.htm.

[22] The Grid-based Application Service Provision (GRASP)
Project: GRASP Tutorial, First Presentation: SLA Docu-
ment, Manageability and Accounting Subsystem; February
2005.
http://eu-grasp.net/english/SalernoMeet-
ing/ GRASP%?20Tutorial%20Final %20-%20Verdino.ppt.

[23] The Gridbus Project: The GRIDS Lab and the Gridbus
Project; (Accessed) June 2006. http://www.gridbus.org.

[24] IBM: IBM Grid Computing; September 2005.
http://www-1.ibm.com/grid/.

[25] R. S. Kaplan, W. Bruns: Accounting and Management: A
Field Study Perspective; Harvard Business School Press,
December 1987.

[26] R. S. Kaplan, A. A. Atkionson: Advanced Management
Accounting; Third Edition, Prentice Hall, January 1998.

[27] B. R. Katzy: Design and Implementation of Virtual Organi-
zations; Thirty-First Hawaii International Conference on
System Science, Vol. 4, January 1998, pp. 142-151.

[28] R. Piro, A. Guarise, and A. Werbrouk: An Economy-based
Accounting Infrastructure for the DataGrid; Fourth Interna-
tional Workshop on Grid Computing, November 2003, pp.
202-204.

[29] T. Sandholm, P. Gardfjill, E. Elmroth, L. Johnsson, O.
Mulmo: An OGSA-Based Accounting System for Allocation
Enforcement Across HPC Centers; 2nd International Conv-
erenc on Service Oriented Computing, November 2004, pp.
279-288.

[30] M. Schiffers: Modelling Virtual Organizations in Grids;
Technical Report, Department of Informatics, Ludwig-Max-
imilian University, Munich, Germany, 2006, to appear.

[31] M. Waldburger, B. Stiller: Toward the Mobile Grid: Service

Provisioning in a Mobile Dynamic Virtual Organization;

University of Zurich, IFI Technical Report 2005.07, August

2005, pp. 1-12.

ftp://ftp.ifi.unizh.ch/pub/techreports/TR-2005/ifi-

2005.07.pdf.

T. Weishdupl: Business and the Grid - Economic and Trans-

parent Utilization of Virtual Resources; PhD thesis, Univer-

sity of Vienna, December 2005, pp. 1-133.

http://www.pri.univie.ac.at/~weishaeupl/tw-thesis.pdf.

—
w
[\

—



System Administration and the Business Process

M. Burgess
November 20, 2005

1 Introduction

The integration of computer technology into a businessgs®ds an obvious goal for an
organization or company that relies on information serida this chapter we ask: is it
possible to understand business modelling and analytistdis administration in the same
light? In other words, how do we bring a rational scientificthogl to bear on the problem
of building a business around an Information Technology {fifrastructure, or building
an IT infrastructure for an existing business?

To do this, we must view process of business modelling in éngeslight as the process
of modelling the rest of the information system, and to eetaese ideas to the practical
issues that businesses have to contend with.

The human component of both businesses and human-compstiems requires us to
consider both rational decision making (optimization loege objective criteria) and irra-
tional choices (arbitrary choices made as policy for reagbat are not part of a scientific
framework, e.g. ethics or image). For example:

e Standards of “best practice”. Why are they best?

e Modelling a business process as an information system.
e Logistics of production and inventory.

¢ |dentification of relevant scales of operation.

e Capacity planning.

e Time management.

e Strategic thinking: activity patterns like type | modelsidadecision planning like
type Il models.

e Gauging risks and uncertainties.
e Minimizing risk occurrences.

e Finding policies as stable equilibria.

One strategy for integrating business thinking into neknard system managementis
to view activities in terms of services, rather than as lewel protocol interactions. This
has become a popular paradigm since the ITIL/BS15000[fuage of service provision
and Service Level Agreements etc. See also the work in themiBrilagement Forum with
eTOM and DEN-ng]2, 3].

Although the individual details of procedures are importtrere is a more overarching
need to understand the logistics of combining such proesdiur the environment of an
economic motor. We wish to turn some of these loose ideasmatiee rigorous ideas so



that one can apply the techniques of scientific modellingrational decision making to
them.

Not all models that are related to aspects of a businessagmtss models’ in the fuller
sense of the word. There are good reasons to separate offflsgetissues and consider
them separately. A business model claims to supply themal&dre of a business, along
with its capacity for long term profitability. Like a computgystem, a business is a box
surrounded by an environment with which it is interacting.

Modelling something as complex as a business in full is pobbaot a practical propo-
sition, using today’s technology. Perhaps in the future might model businesses as one
today models the weather, but we are some way off havingabhsiology today.

A key difference with computer management is that busireessed to seek growth
rather than stability.

We shall also looks at inventory models, efficiency modets smon, which pertain to
smaller and more specialized parts of the whole.

The plan for this article is:

e Modelling business as a human-computer system.

Identifying the principle for optimization.

Managing internals, such as inventory and configuration.

Planning high volume services and controlling uncertati

2 Heuristic goals of business

Whether explicitly defined or not, every business hdsiainess modédhat defines the
services, costs and strategies that allows it to survivecionapetitive environment.

Service delivery is a key part of a business model. IT sesvéce increasingly a part of
this, but the principles for IT service provision are similathose for the provision of any
service.

Goal 1 (Service design)A business must define the scope and quality of its servines, e
sure that they are deliverable and manageable, at the right.c

It is normal to speak of businesses as being service-bastdsidiscussion. This does not
mean that supply or manufacturing industries are excludely, that one should imagine
supply businesses as providing a service to their custorbrss the service paradigm is a
convenient umbrella for business concepts.

Goal 2 (Capacity Management) What rates of service delivery are required and how can
they be achieved with a planned infrastructure.

e A Service Level Objective (SLO) is the level of ambition tlagbrovider aspires to.

e A Service Level Agreement (SLA) is a formalized agreemest, & contract, be-
tween a provider and a client.

Goal 3 (Business relationships)What is the structure of the organization with respect to
suppliers and clients? Outsourcing must also be taken intmant.

Goal 4 (Risk and Security Management)What are the risks of the business failure, ei-
ther as a result of IT or other disasters, and what is the céseguring against them?

Goal 5 (Logistics of production) What physical and resource constraints and are there to
providing the service?



Goal 6 (Arbitrary Business policy) Decisions which cannot be made using a rational
method of decision e.g. ethical or moral prerogatives.

Quality control is a subject that applies identically toteys administration and busi-
ness administration. It requires a proper understanditiggobperation of a system.

A risk model for the system is required, so that one identtfiesmost likely threats
to the success of the business or system (e.g. what happbkesdfis illness amongst
key personnel, or a major power failure or natural distastieh as a flood?). Identi-
fying these threats is important for the next point.

Completeness of procedures: aresponse procedure shaildrekbe implementable
for each event that can occur within the system. Responsesets should be
mandatory and be executed within a minimum time-frame rdeted by the scales
identified above.

Monitoring of performance: a non-intrusive method of moniiig performance should
be available to all levels of the system or business, so tnatwaral feedback, with
a minimum of overhead can be provided. System or BusinegerRence Indica-
tors should address both internal procedures and extexctal§, which influence the
markets for a business or the environment in which the agtofithe system takes
place.

Securing security and efficiency in performance trough neldmcy, load balancing,
resource management etc.

3 De facto standards for human procedure

Industry standards exist for setting basic quality astearior IT business[1, 4]. The
standards are often presented as existing in order to plmismess relationships such as
outsourcing, in which a company isolates and gives autonimnaypart of its operation.
Standards cover issues such as:

Management’s role

Documentation requirements

Competence acquisition (training and hiring)

Configuration management

Location and scope

Monitoring and review

Service Level Agreements with clients

Complaints procedures: Fault recovery, Incident managérReoblem resolution
Budgeting and inventory

Business relationships: dependencies (outsourcing)

Legal constraints



The IT Infrastructure Library (ITIL) was developed by thertial Computer and Telecom-
munications Agency of the British government and has beepted by many companies.
It attempts to provide a ‘cohesive set of best practicesbifmsinesses and organizations.
A British Standard which summarizes the issues in ITIL is B3I0[1] (see the contribu-
tion in this volume by Scheffel.). The IT Service Managentemtum (ITSMF) is now the
custodian of the standard[5].

The enhanced Telecom Operations Map (eTOM) is claimed théombst widely used
and accepted standard for business process in the teledostiy. The eTOM is analogous
to and overlaps with ITIL and describes business processgsred by a service provider
as well as how they interact. eTOM provides more of a top-dbigrarchical view of an
enterprise whose aim is to provide service to external custs. There is considerable
overlap between eTOM and ITIL, as is testified by the eTOM!/literpreters guide[6,
7], but the eTOM vision is motivated very much by the tradibtelecommunications
hierarchy. It attempts to describe an organization as ddata

Management frameworks have been discussed by severalatepesearch milieux[8,
9]. The authors emphasize the difference between IT Manage(service level manage-
ment) and IT Governance (strategic planning and integratidT in the business process).
Information models for business interactions have also lbkscussed. [10, 3]

4 Agreements, contracts and relationships

Contracts are a tool for both establishing goals and imgosénalties. They are a method
of codifying voluntary cooperation between peers in a dowéwork[11]. Service Level
Agreements are examples of contracts for service provisitween IT peers.

Determination and optimization these contracts mixed Ihotiman and technological
issues[12, 13, 14]. In particular, the context sensitivieireaof agreements, and the great
variety of automated technologies that involve contracthexge motivates ontological
methods of harmonization[15].

Modal (deontic) logic has been used as a framework for malkinguage of contracts
precise, in a legal context[16]. Often, one is more conagmith standardized service
level agreements in which one quotes well-understood Bpatibns for average response
time, minimum service level etc.

In ref. [10] contracts are used to define the penalty costdditing to live up to
their contractual obligations. This is reminiscent of ttewmomical model of promise
breaking[17]. A continuum study of this kind of contractymnalty feedback between
a pair of peers has been examined in ref. [18]. There the mutiaied the potential in-
stabilities in relationships between agents is they wdosvald to impose punishments and
penalties on one another.

A further example of policy motivated by contracts is proetiseory theory[19, 20, 21].
Here one considers the stability and consistency of a sefi@greements in a network, to
see whether the sum of individual promises can lead to a stemsiunion of ideas.

5 System, Environment and Scales

In the previous chapter in this volume[22], systems areritest in terms of their degrees
of freedom and their constraints. One should look for thedmms, constraints and natural
scales of measurement that are involved in the operatiosypst@m.

5.1 Freedoms and constraints

There is a plethora of ways of modelling freedoms and coimitréor a business model.
Needs analyses can tell us about the kinds of variables adispiosal. The activities of



customers and internal parts of the business are anotheofwdgntifying freedoms. Es-
sentially the freedoms are the resources that are avatialtee enterprise, either directly
or indirectly (e.g. by purchase or outsourcing).

Constraints on an enterprise include debts to be paid,isability or minimum prof-
itability, physical and market limitations, equipment gmbcessing etc.. “Use cases”, in
the sense of software engineering, can represent smalystehss within the whole. A
guantitative model must show how freedoms and constratatsld be balanced.

Most managers would like to live in a world that was clockwarkd deterministic, how-
ever this is far from the case. The identification of randoontpsses is important because
this signals the extent to which the larger environment mgps on business activities.
Random processes are essentially processes which canfudtybenderstood without a
complete model of the ‘rest of the world’. Since such a mosl@hipractical, one speaks of
randomness, probabilities and expectations.

Event modelling is crucial in models and lead us to consideuging systems, where
service requests arrive as a stream of discrete ‘ordershits.uArrival and renewal pro-
cesses are then needed to understand and optimize thgistsdte dealing with demand[23,
24].

5.2 Scales

An identification of approximate numbers is the first stepamg determining whether a
business can sustain itself. The basic scales or numbarkidhethe average values, since
most processes in a real world environment are stochastiatime.

For example: what is the approximate demand for a serviceatiscal year? What
is the rate of arrival of payments at different times of yetAat are the estimated costs
of running the business, e.g. the price per kilowatt hourletteicity, the rent of your
data centre, wages for staff? What is the typical size andetaoy value of a sale? How
long does it take to complete and fulfill an order? How mucHipean one make per order
transaction? Given that short-term losses can be offsetrig/lerm profits, over what time-
scale could one afford to make a loss? Give that there migithmmogeneous demand
and supply, over what time scale are the prices of servicdg@sources approximately
constant?

Comparing time scales is particularly useful way of seeimgtiver one has adequate
resources to carry out a task. An organization that cannldtedeon its goals will not
survive long.

If one thinks in terms of queues and arrival processes, weoaa the questions about
service processing in a suitably analytical way: what istilme scale of trends and fluc-
tuations in the arrival of service requests[25]? How langefluctuations about the mean
values and what is the scatter and jitter in them?

What total number of transactions can one expect in an iaterfitime e.g. a year?
(A common model of sparse events is the Poisson arrival mbdethis is known to work
only for very large numbers of sparse arrivals, within thesmeement interval, in general.)

Finally, from queue theory one ought to be able to estimategtuis the average re-
sponse time of a business to a customer, or a server to azxlient

In these questions, we already see that the same issuesertydapplicable in both
businesses and computer systems. This should not be assyrgirice the operation of a
business becomes essentially machine-like once it hasdefigred.

5.3 Risk modelling

Fault tree analysis[26, 27, 28, 29] is a way of modelling teeiations from goals. Itis a
kind of anomaly detection and associated response. Anemaite categorized into a tree
of likely occurrences, and the overall risk can be evaluated probability. After this, the
result must be translated into loss of revenues etc, by edihgthe probable failure in the



wider context of the income/cost model. What are the patéritks to loss of income or
reputation? What is the contingency plan for recovery? Buoeisty management code of
practice addresses this issue[4].

6 Business as a network service

The most important concept in a sustainable business Edsdsat the value created by
the process should be greater than or equal to the cost cditoger

6.1 A functional view of services

In a simplistic sense, a business model is something thddiesghe relationship between
input and output. A business is a machine for generatingtiveadd produce (output),
given a certain amount of investment and raw materials (Jnfdine question is how it can
be made self-sustaining (see fig. 1).

input | Business output
Investment income produce
I Sales . Produce
} é Business Growth
Orderin Proftt
FJ Materials profit
Stock

Figure 1: A functional viewpoint of a business as a self-@ugtg process.

A self-sustaining process must have resources to begin witth must produce more
than it consumes. This is a peculiar idea, which seems to flydrface of scientific reason
and which readers may wish to ponder at length: how is it ptes$o sustain economic
growth, and what is really being produced? Something frothing? The answer, of
course, comes down to understanding what value is, and wimgyns not a fixed scale of
measurement, but rather a subjective convenience.

Let us set aside these issues and view the monetary valuasjast arbitrary scale by
which to express input and output. Then our simplest reptasen of a company is:

output = f(input) Q)
which for the business translates in simplistic terms into:
profit = BusinessValue(income); (2)

In terms of supply and demand, one inputs demand and outppfdys This basic
viewpoint of the business as a black box function with inpud autput is simplistic but
essentially correct. There are various interpretatiorhisf

Input Output
income | payments
Materials | Production output




A more detailed modelling can be achieved by opening up dimdffih the black-boxes,
just as in software engineering.

(profit, produce) = BusinessResult(income, materials); 3)

Then we take part of the profit to buy materials and sell thelpee; thus functionally, we
have a prototypical equation can be written in functionahte

(profit, produce) > BusinessResult(Income(produce), Materials(profit));  (4)

We hope that this two dimensional mapping of produce andtafoéis not merely spiral to
a fixed point of zero[30].

We do not normally control the input or output fully: it shdude thought of as a random
process[31]. Control factors such as advertising might@rfte expected demand at some
predictable cost, but only within certain limits. Simikagroduction performance can be
controlled by factors familiar in control theory[32], butly subject to basic limitations on
certainty.

How shall we measure income? If the price of business sengceonstant then one
could use either number of business transactions or thalantney paid into the business
by external customers. But sometimes business give dissdamnquantity etc, so there is
a non-linear relationship between transactions and income

Another issue is how should be coarse grain income? It hasraditionally been
considered sensible to consider every individiual micagtpent as a separate event. Rather
one collects income over an interval such as a day, week ormemth and considers the
gross amount for that interval as the income. Similarly yaigyments, this coarse graining
allows a certain smoothing of the dynamical processeswedhlallowing temporary debts
to accumulate and be covered within a planning horizon. Wesaaplify this by writing
with fewer assumptions.

BusinessResult(transactions) > Costs(transactions) (5)

By including costs in the function on the RHS we can also aftavthe fact that costs might
not be linear in respect of production. Transactions is nowoge or less pure variable that
measures the demand.

6.2 Deterministic and stochastic demand

Demand is a stochastic process — an arrival process. Inttéedjmple black-box model

is a queue. We mightimagine that the cost of the businesgpsaacludes certain economies
of scale and therefore falls off to some kind of asymptotédnwicreasing demand. Simi-
larly the result from a small number of sales might be smallse to a maximum asymp-
tote with increasing demand.

Using linear programming, one can see this on a simple ptiagram (see fig. 2). Any
business enterprise needs to incorporate this basic frarkeWimescales are importantin
this interpretation however (see fig. 3). It might be feasiiol operate at a loss for short
intervals of time, provided we make up for this loss later on.

The arrival of business opportunities is an essentiallypmbgeneous random pro-
cess which one should consider smoothing into trends taredit@ such fluctuations. By
smoothing, or local averaging one can look at the trends aathgse for seasonal planning[33].
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Figure 2. The operating region of a business lies in betweefitability and capacity
limits.
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Figure 3: A time series view of the demand. The unpredidtgtif demand makes all its
derived quantities random processes.

6.3 Diagrammatic modelling

The understanding of a system is greatly facilitated by miag and illustrations. Hu-
mans are particularly good at comprehending scenariosendeeral senses are involved.
Visualization is one of the most important tools for commesion.

lllustration generally begins by assembling the entitied elationships between them.
There are many approaches to this, and one is unlikely to feidge diagram sufficient
to describe what is happening in a business system. A molistieaxpectation is to use a
variety of diagrammatic techniques to model specific issues

Two design strategies for building systems have emerget hame developed with
increasing refinements and compromises.

e Top down The name ‘top down’ is motivated by the traditional way o&wing
hierarchical structure, with high level (low detail) at tio@, and increasing low-level
detail at the bottom. A top down analysiggeal driven one proceeds by describing
the goals of the system, and by systematically breakingethpsinto components,
by a process diunctional decompositioar normalization

e Bottom up In a ‘bottom up’ design, one begins by building a ‘libraryf'tbe com-



ponents that are probably required in order to build theesyst This approach is
thusdriven by specializationOne then tries to assemble the components into larger
structures, like building blocks, and fit them to the solntaf the problem. This
approach is useful for building a solution from ‘off the dhetxisting tools.

The difference between these strategies is often one ofiatigm. A top down design
is usually only possible if one is starting with a blank slatemight not be possible to
implement one’s wishes from a top-down viewpoint with arsérg set of constraints and
components.

A ‘bottom up’ design is a design based on existing constsaimamely the components
or resources that are to hand. An advantage of building fherbbttom up is that one solves
each problem only once. In a top-down strategy one couldaigally encounter the same
problem in different branches of the structure, and atteimgblve these instances inde-
pendently. This could lead to inconsistent behaviour. Titeegss of ‘normalization’[34]
of a system is about eliminating such inconsistencies.

e (Computer system - ‘top down’) In a the design of a new compsystem, one
examines the problem to be solved for its users (bankingsysiccounts), then one
finds software packages which solve these problems, theatmuses a platform on
which to run the software (Windows, Macintosh, Unix), anafiy one buys the and
deploys the hardware that will run those systems.

e (Enterprise - ‘top down’) In the organization of a maintecarcrew, one looks at
the problems which exist and breaks these down into a nuniliedependent tasks
(plumbing,electrical,ventilation). Each of these tagkblioken down into indepen-
dent tasks (diagnosis,repair) and finally individuals asigned to these tasks.

e (Computer system - ‘bottom up’) First one buys reliable &k, often with oper-
ating system already installed, and installs it for all tlsens; then one looks for a
software package that will run on that system and instadls thinally, the users are
taught to use the system.

e (Enterprise - ‘bottom up’) The enterprise bosses look atyawee they have working
for them and catalogues their skills. These are the basipoaents of the organiza-
tion. They are then grouped into teams which can cooperagelt® problems like
diagnosis and repair. Finally these teams are assignesiftask the list of plumbing,
electrical work and ventilation.

In system administration, especially configuration managy®, these two strategies
are both widely used in different ways. One may either imgetprimitive tools (bottom
up) that are designed to automatically satisfy the comgaif a system, or one can use
trial and error to find a top down approach that satisfies tinstcaints.

An entity-relation diagram, with associated data mode# vgay of understanding in-
formationtypesand relationships such as the approach used in the DEN-ng model[3].
However, such a diagram will not tell us anything about tHeciehcy of flows of work
between the entities: for that, one needs something likeeaejng network[24].

Transition diagrams provide a way of mapping out the adtigiin a system, in order
to apply graphical methods of optimization[35].

This tells us how often the system spends its time the diffestates. By relating these
states to the resources that are in use when the states i ane can identify the most
used resources during the interactive process. A centaalilysis of this graph can yield
important information about resource allocation. For gpgediscussion of graph analyses,
see the contribution by Canright and Engg-Monsen in thismel[36].
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6.4 Continuum workflow models: scalability

Flow models take over where modelling of individual trarnigats becomes intractable.
Continuous flows of information, goods or services are a eorant fiction for apply-
ing probabilistic methods. one replaces actual measuresmégth expectation values and
events with probabilities.

Flow models use network or graph theory to analyse outcomésansequences of
flows. The six basic models of networking scalability arelakyed in [37]. See also the
brief treatment in the foregoing chapter.

6.5 The hidden costs of ownership

A common way of expressing actual costs associated with ooets, in an enterprise, is
the concept ofotal cost of ownershipFormally, this is the sum of all costs associated with
the equipment, including the initial purchase price andriging, over the lifetime of the
equipment.

Let C be the number of customerk,be the arrival rate of transactions, aRdbe the
price of a transaction. Then we can say that, on averageothldicomel, over a period
is proportional to the product of these multiplied by thedimtervalAt¢:

Income I o< (C){A)(P)At. (6)

As usual, we use the notatidX') to mean the mean or expectation valueXdf Thus
business income from an online service will depend on theqasing capacity[12]. With-
out proper modelling, it is easy to argue incorrectly that¢brrect strategy for equipment
purchasing is to buy the fastest processor for the cheapest This is too simplistic, as
we now show with an example.

Computer logic chips work by dumping large amounts of chéwggound through re-
sistive materials, and because there is physical motioneahanical components such as
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disks and fans, almost all of the power consumption of a cderpnds up as heat even-
tually. Power consumption of modern computers is a majoergp. Moreover, the cost
of cooling the equipment is also proportional to the totakpooutput of the environment,

and thus to the transaction rate of data processing.

Recently several large companies have boasted the use-thfeahelf PC or Macin-
tosh hardware for high performance computing servers. 3tisds like an idealistic and
attractive idea, but the economics of using cheap equipmetdta centres are not be as
clear cut as one would believe. Measuring power consumjati@ndata-centre environ-
ment is a non-trivial task: power companies charge by deldyeurrent, but that always
over-estimates the actual power consumed, owingotwer factorphase relationships in
the alternating supply. Money can be saved even by investipgwer factor correcting
devices such as Uninterruptible Power Supplies, or moreresipe hardware.

Inexperienced organizations think of the purchase cokerahan the cost of owner-
ship, in production. Consider a simple example, based orenical estimates from the
Oslo region, here in Norway

Let us suppose that we have a company considering poputaseryer farm with either
cheap, off-the-shelf computer servers, or with high quéliade-racks.

Cost Shelf Hardware| Quality Hardware
Purchase server 500 mu 1000 mu
Purchase switch 10000 mu 1000 mu

Power usage per server | 0.1 kW 0.05 kW

Rent per 100 units per year2400 600

Failures 15% 1%

One hundred servers, with associated switching equipnusis of the order of 60,000
mu for off-the shelf hardware and 101,000 mu for the qualéydware.

Electricity costs about 0.035 mu per kilowatt hour. Our ghservers produce about0.1
kilowatts of heat per unit, while the quality servers proglhalf this amount per unit. The
cost of cooling is proportional to the heat produced. Thus firoportional to the power
consumption. Let us suppose then that cooling adds fiftygmerto the total power con-
sumption. Thus, in a data centre with a hundred servers, etharefore paying electricity
for a year, to the tune of

Egerr = 100 x 0.035 x 1.5 x 0.1 x (24 x 365) = 4599 moneyunits
Equatity = 100 x 0.035.5 x 0.05 x (24 x 365) = 2300 moneyunits. @)

Thus the 41,000 money units saved on purchase cost lead9@n28ney units per
year of additional power costs. It would take 18 years tafy#ite additional cost of these
servers, by this reckoning. However, one must also add $cdlilei cost of storage, cooling,
management and reliability (replacements and repairs).

Cheap off-the-shelf PCs are large and bulky and need stenagieabling, and addi-
tional switching equipment. In additional rented infrasture, one can expect at least:

Rener = 2400
Ruality = 600 (8)

Failure costs, equivalent to 15 of the cheap PCs per yearooationly 1 of the more
expensive machines fails, so

Faper = 15%500 = 7500
Fquality = 1%1000 (9)

1The costs are approximate and based on Norwegian kroneeditdy a factor of ten for more ready compar-
ison with dollars and Euros.
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The total ‘saving’ by buying off-the-shelf hardwara = quality minus shelf) is thus

AS = AR+ AF+AFE
= —1800 — 6500 — 2300
—10600mu/year (20)

In 41000/10600 = 3.9 years, one has recovered the cost of the quality servers. Thi
could be the actual lifetime of the cheap off-the-shelf P@iss, it is not clear that one
actually saves any money by buying cheap commodity hardware

We have not included the costs of administrating and lostnmee due to down-time
etc. There are additional costs involved here which coutd te favour more expensive
hardware. Soon, the rate of development in chip speeds #tslewv down and environ-
mental levies will be placed on the disposal or recyclingahputing equipment and this
cost will also be paid by the consumer. Thus the present sfyteowing away equipment
after a few years will eventually have to change. Investrirequality could be the strategy
of the future.

7 Demand and capacity: ‘provisioning’

The Americanization ‘provisioning’ has become common gk for the activity of pro-
viding the necessary utilities to cope with demand, i.e pitewision of service capacity.

All we can say with certainty, about a system, is that the ddtproduction in the
business cannot exceed some maximum cap@titya business is merely a fixed machine
whose costs are fixed, then the capacity of the system candmk fihe problem then is
to maximize capacity to cope the maximum expected demarek f{g 5) This is often
done by arranging for a certain over-capacity. Howeverogits are proportional to some
monotonic function of capacity then one could envisage aarprise saving money by
adjusting their available capacity (re-deploying equipimbiring and firing etc). See fig.
6.

Capacity

rate Demand

time

Figure 5: An over capacity—does this gap between capacitydemand cost anything for
the company?.

8 Service provision models

Network services are the new paradigm for almost every neergnse and service today.
Even production industries can be regarded as servicesigiraggoods within a network
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Capacity

rate Demand

time

Figure 6: Capacity adjusted to follow demand—in principaenfficient.

of suppliers and consumers. The service model is simply aof#lyinking. The advance
which accompanied this point of view was the idea that defie¢a service is a contractual
agreement between parties, and that customers are alloneghéct a certain Quality of
Service (QoS).

Quality levels are negotiated using Service Level AgreeméLA). In the literature,
these concepts have multiplied into a plethora of Threeekeétbbreviations, including
Service Level Objectives (SLO), Service Level Indicat@El] etc. A service level agree-
ment is a contract, and thus one imagines that failure toujvéo the expectations of the
agreement will lead to reprisals, such as unpaid bills oslats.

One is therefore interesting in dimensioning service ciyac be able to fulfill the
contracts that have been signed. There are various ap@®acthis.

e Over-provisioning: by making service capacity much batian demand, one allows
for any margins of error by always having extra capacitysTimplies a certain level
of waste.

e Optimization: calculating the optimal resource needsgisimodels and data mea-
surements.

¢ Inventory management: use of inventory control methodsdwige a more dynamic
resource management based on periodic maintenance of ik is somewhat
analogous to periodic system maintenance regimes).

The service paradigm allows us to couple models to well-knanalyses like queueing
theory, which deals with everything from packet networksedbicle traffic.

In terms of business, or enterprise organization we wolkel io have some way of
calculating reasonable boundaries and levels for serbiased on what we know of our
capabilities. An interesting approach to this has beenestgd by Sauvé et al. [12]. There
one considers a Service Level Agreement to consist of twengiss items per service type:

e A minimum service level (availability)
e An average response tingg

In addition two input values are required: a longest respdregore users ‘defect’, or give
up on delivery and go elsewhere, and a probability distidioufor the response time in
relation to the threshold, so that the probability of beingrahreshold can be computed.
Using this basic information, one can create a cost modealdorice provision, including
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over-capacity. By minimizing a cost function, one can daiee the optimum number of
servers required to support a given Service Level Agreenoetite maximum values in an
agreement that can currently be supported by current haedwa

8.1 Quality of Service

The concept of Quality of Service (QoS) has moved centreestagetwork management
as service providers seek to offer measurable guarantebgitocustomers in the form
of Service Level Agreements (SLA). The Quality of Serviceldsion terms like QoD
(Quality of Devices), QoE (Quality of Experience), QoB (Qtyaof Business), and any
number of variations to discuss the issue of service prowisEach of these is trying to
capture the essence of a usable measure, or ‘value’, thdtecaald to customers. It has
been suggested that service quality must be a function aliQwf Devices’, since service
is a function of devices:

QoS = f(QoD) (11)

This makes clear sense: it follows from the laws of causalitye question remains, how-
ever, what kind of function should this be, and would a knagke of the function help us
to understand the limits of predictability of service les2|

Quality of Service advertises a qualitative characteiomatwhere one would prefer a
guantitative one. One must therefore pin down the meanitigeoferm.

The key measurable to be average service Rateneasured irbits per second We
interpret Quality of Service to mean the level of predidigbin the quantity of servicg
i.e. we identify:

Quantity of Service + 1/Quality of Service — R + AR. (12)

Thus, if quality of service is high, the uncertainty in seevievel is small and guarantees
will be reliable; and if it is low, the uncertainty is high amggiarantees are likely to be
unreliable. This viewpoint ties Quality of Services to mtnaditional quantities, such as
reliability and certainty.

Ref. [13] also attempts a causal approach. This paper epthe spirit of a causal
approach by suggesting the link between service qualitistdépendent variables, but it
does not take the idea to its logical conclusion by actuafyning the functional relation-
ships or how they relate to the service quality. In ref. [28heuristic overview with similar
ideas was presented, and in ref. [13] an acceptance of stiiciteas was acknowledged
in modelling using network simulations.

The method of Fault Tree Analysis[29, 26] can be used to coctsan overview of the
causal processes. The theory of errors and uncertair@ie$(3 may be used to estimate
the probabilities.

Fault tree analysis can be used to gauge both the likelihbedar and the uncertainty
in service provision (see fig. 7). Probabilities can be usaépresent either the likelihood
of a service failure (i.e. the likelihood that an SLA is noffifled), or the probability of
deviation from expected (average) service levels. In thterl@ase, there this gives us a
way of deriving the limits of certainty in service provision

For instance, suppose we have — at the very lowest level dytsiem — that the data
rate for the transmission medium is given by Shannon’s Gamis®ise formula:

C(B,S,N) = Blog, (1 + %) , (13)

whereC' is the channel capacity in bits per secoftis the bandwidth in Hertz$ is the
signal power andV is the noise power. We now wish to discuss the effect of teatpes
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Figure 7: Fault trees can capture the essence of the higzarodlationship between quality
of components and final service. Here is a typical exampleoof tault trees are used to
gauge reliability. Logical AND and OR gates reflect the idgendency of lower level
components in a system.

on the capacity of a metallic conductor (copper wire), folichht is known that thermal
noise has the form

Nmetal(T') = No(T + 273), (14)

whereN, is a constant and@ is the temperature in CelsitisThe complete formula is given
by straightforward substitution:

S
C(B,S,T)= Bl 14— . 15

( ) My ) Og2( +N0(T+273)) ( )
With the full expression capturing all of the dependenaiethe dependency tree, through
substitutions, the theory of errors and uncertainties @amlpe applied to the list of inde-
pendent parameters.

8.2 Non-linearity: reactionary models of service dependety

Service provision is, in some contexts, thought of as thevelsl of fixed-rate, policy-
controlled transactions between willing parties. A coctraf service, called a Service
Level Agreement (SLA) documents the promise that the sergiovider makes to the
client. The SLA is a form of policy for the server to uphold[4tR]; what distinguishes it
from other policy rules is that it is not deterministicallgfercable, since the parties have
no direct control over one another.

Any service provider’s policy is subject to environmentatartainties and, for that
reason, the promise can never be more than an expectatiopefuh prediction of average
service levels[43]. To verify that a promise has been kdyetclient must monitor the ser-
vice level. Service Level Agreements are often complex.yldmnbine several measured
values into composite metrics that are then compared to pléeefl3, 14, 44, 45, 46]. This
has important implications for the stability of policy rétaships.

2Note that the uncertainty due to thermal noise is not ndajigih high capacity copper wires: it can represent
tens of Megabytes that might be sold to a customer.
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Feedback regulation of policy is an idea that has receiveterattention recently,
due to interest in autonomous system operation; it has besengssed in a variety of
circumstances[47, 48, 49, 50] for different service ty@awing from web services to con-
figuration management. Feedback regulation occurs rezsardf whether it is carried out
autonomously by machines or by humans, whenever there isantigal interplay between
monitoring and SLA.

From the theory of dynamical systems, it is known that the lmioation of several
dynamical variables using AND (multiplication) and OR (#btoh) in feedback loops can
lead to ‘chaotic’ or non-linear behaviour. Such combinatideas have been discussed
to provide more expressive policies for service level agrets[13, 14, 44, 45, 46]; for
example, in ref. [13], the authors discuss ‘aggregatedi@uaiService parameters’ of the
form:

S depends_on (SS7 AND S555) (16)
as well as more general rules like:
QoSa(S) = f(QoSB(SS1) AND QoSp(SS2)). a7)

They are basing service quality promises on a function ofsmesl values. However, there
are problems with combining dynamical variables non-lityean finite precision systems.
It is known that such systems can spiral out of control, ompéynebb to zero for certain
ranges of parameters (for a review, see [51]). It is theeefimportant to understand how
such behaviour emerges in dynamically regulated poligielsvehat can be done to secure
stable operation.

In ref. [18], the authors attempt to answer the basic questitether or not a reactive
policy, based on mutual observation of several data patatsjead to stable behaviour or
whether escalation of reprisals by the parties can spitadfozontrol. The studies made on
continuum approximation models indicate that feedbackleggpn of SLA-like policies is
a highly complex matter that must be parameterized withicauEven simple non-linear
policies have no stable fixed point that can be associata&blelservice levels, other than
the trivial case of no service. If two parties enter into aigohgreement of this type, they
will either undergo a long fibrillation of changing behavipar they will spiral down to
offering zero service levels. Thus the automation of padicguld be wary of these issues.

9 Inventory models

Most traditional businesses involve the actual sale of gashkich need to be stored in
some kind of warehouse. The nanmeentoryis used for stocks of revenue generating
goods. For example, an Internet bookseller, Like Amazoadsea warehouse to keep its
stock, pending retail sale to customers. There is a coshiaddn storing goods, both in
terms of expected returns and in terms of warehouse rentiofiger inventory is sitting in

a warehouse, the less profitable it can be.

However, even a computer centre needs certain supplieattidn. Computers, mon-
itors, mice, keyboards, CDROMs, hard-disks, network cabte, are all examples of po-
tential inventory that a system administrator should aderskeeping as inventory.

There are three considered motives for storing inventathar than ordering on de-
mand (or so-called Just In Time) models[52].

1. Transaction motive: by ordering large or predictablengitias of the merchandise,
one can minimize transaction costs, or administrative loeed .

2. Precautionary motive: Keeping inventory is a way of miizimg the risks of uncer-
tainty. It provides a buffer against late deliveries or siddemand.
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3. Speculative motive: If the price of stock is expected se iin the near future, pre-
ordering and stockpiling can be a way to save money.

Modern computer systems do something similar in their ‘eaghwhere the cost in not
immediately monetary but a cost in time. Recently some asthave attempted to map
inventory models onto service based computing models[BhoAgh these issues are mo-
tivations for inventory models, the models themselves @ugount for the first of these
reasons.

Inventory models are essentially primitive form of queuggtineory, where the focus is
slightly different. They were invented to deal with actuarehouses (see the reviews in
volume of ref. [52] for lucid introductions) and the logistiof planning, but they can be
applied to Internet commerce and also elementary tramsggérformance models for net-
working. The over-simplifications involved in the most lzasiodels are usually tolerated
precisely because of their simplicity.

9.1 Basic continuum model of averages

The basic model of inventory is known as the Economic Order(ity (EOQ) model and
assumes a completely deterministic process of predictaipply and demand. While this
is clearly not true, by any stretch of the imagination, itlsysibly true over long times for
average quantities. It can therefore be thought of as a ‘rfiel@napproximation’.

We make the following assumptions:

1. The inventory of merchandise is all of a single type andest@at a single location.

2. We expect inventory to cycle continuously with a provsiaf service that never
stops (a deterministic queue). So we ignore start up costswa are interested in
the costs per inventory cycle-period, i.e. the time pefiodf the inventory cycle is
a natural timescale for the model.

3. The model is deterministic, i.e. the rate of consumptimmtiie expected demand
in a sales interpretation) for merchandise is known witlaiety, and is\ inventory
units per unit time. It is like a leaking bucket.

4. One cycle of the model is one single (average) order ofréa sizeg, taking
(average) time.

5. Shortages of inventory do not occur, nor does over-pribolud.e. demand is always
matched to supply, on average.

6. Delivery time is instantaneous, i.e. immeasurably skorhpared to an average
timescal€l” for ordering.

7. We do not take into account the provision for discountsfdrstock, i.e. merchan-
dise is as valuable today as it was when it entered the inkento

As always, the assumptions underpinning a model are the kéypawing how and
when we should take its results seriously.

Let us assume that each order of goods is made with averagétgsze ¢, which is
clearly constant over the time interval for which the averegdefined. The cost of each
order, of sizey, has a fixed average transaction pricémoney units) for and an overhead
that comes from the cost rate lobldingthe merchandise in the warehousénoney units
per unit time) over time.

Finally, let the actual inventory, as a function of time betten 7(¢) (see fig. 8). From
our constraining assumptions, the inventory function aaly bave the simple form:

It)=q—X, (0<t<T). (18)
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Inventory

time

Figure 8: The basic inventory model with continuous cychemtion shows how the stock
is produced ‘suddenly’ and used at a constant kauetil it is exhausted.

The cost per unit time of keeping merchandise is

O(T) = % (k +h /0 ' I(t)dt) (19)

and it measured in dimensions of money units per period. Fign8, we note thaf” =
q/A, just from the geometry of the triangles. This integral canchlculated trivially, or
one can use the half-base-times-height rule for the aredriafrayle:

T
1
/ I(t)ydt = (qT — 5AT“‘) /T
0

— 1 2

-1 T (20)
Thus, we have a cost per cycle/order function that may beesgpd either as a function of
gorofT:

c(T) = (k:/T+%h/\T) (21)
Cl) = (Mot yha). 22)

In either variable, we see that the cost per order is a naatifunction that is the superpo-
sition of a hyperbola and a straight line (see fig. 9).

The cost function has a minimum, which may be found by difféesgion byq or T', at
the valueg/* andT™* respectively:

q" = \T* = +\/2k\/h. (23)
at which point
C(q*) = C(T*) = V2kAh. (24)

Thus, if we have optimized the average performance of thétesys, the average cost per
order grows with fixed order price with the holding cost.
The result displays a symmetry between order cost and hpfitice and demand:

(ky A, by (25)
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25— —

Cost per order

Figure 9: The solid line cost per order (or per cycle) funttits the superposition of a
linear growth and hyperbolic cost per unit time. In eithergmaeterization, has the form of
a lifted hyperbola. There is a clear minimum at an absciss# it or ¢*, which represents
the minimum cost value.

How do we explain this symmetry causally, and what does mean?
We must first explain the interpretation of the variables| anderstand their forms.

e T is the cheapest time interval for customers to place theiems: If we makel’
less than this, egn. (19) tells us that the transaction prit&@ominate the cost, i.e.
the customers will pay the basic processing fees too offeve make the time larger
than this, the holding time dominates the cost, as the stocagt of the inventory
increases and is passed on the the customer.

e ¢* is the cheapest order size. Itis related to the time by thetaahdemand rate, so
they are not independent variablesq Exceeds the optimum, i.e. customers greedily
order too much at a time then the order period increases,iaadersa.

The optimum cost increases as either the unit cost, sto@gfeoc demands increase.
This is because the larger costs force the consumer to show thee rate ordering (increase
).

The steady-state, average assumptions of the model alldw eminate time as a
variable. At optimal operation.

How do we know that we can tune the system to perform optirflalhn average we
can imagine that it is reasonable to compensate for nomaptiuring a period by suitable
monitoring.

Suppose we do not manage to compensate, a deviation is tdr&ed by the beautiful

dimensionless relation:
C(q) 1(q q*>
=—=4+=). 26

Clg*) 2\¢ ¢ (26)

Suppose we achieve= %q*, then this ratio is 1.25. In other words, missing the target
by a hundred percent of th achieved goal leads to only a twirdypercent increase in
costs. This is quite insensitive.
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9.2 Applying the model

The inventory model is not a complete business model, ingheesof dealing with income
and expenditure. It is a sub-model that deals with optingizire costs of holding stocks
and supplies. The burden of applying these formulae, asyasin finding reliable and
realistic data for the inputs.

The optimal rate of ordering is not about how much the invantosts to purchase. It
is about the administration costs. ThisHfis the purchase price per unit for inventory, the
total cost of the order is simplyP, but the cost of ordering and keeping the inventoiy)
is an overhead which is to be minimized.

e k is the administrative cost of placing an order, including dttual time taken con-
verted using the man-hour rate.

e histhe cost of keeping inventory which includes storageyriasce, any interest paid
over the period on money borrowed etc.

1. Suppose that the yearly consumption of PCs is about 20gzer YAn order of PCs,
which includes decision-making, discussion, and proogsaccounts for 5 man-
hours of time at 50 money units per hour, hekce 250 money units.

The cost of storage for these PCs, including cleaning andamge per unit, per year
is h = 100 money units per unit per year.

The optimal order size is now,
2 x 250 x 20
q = \/% = 10 units (27)

T = % years. (28)

Thus, two purchases of ten units, over a year is the optintaliso.

and

2. For a second example, consider the consumption of distespaa mail server. As
users accumulate E-mail, or as an ISP accumulates custaitlrfixed quotas. (In
fact dealing with fixed quotas is much easier to analyze srae can more easily
estimate the consumption, without having to take into antbow much users tidy
up old mail etc).

We shall take disks to be the unit of inventory. Suppose tipeeted number of new
customers (consumers) per yeat(8 per year. If we assume that a typical hard-disk
can accommodate 100 users, then this amounts to a usage ofdisk unit per year.

The processing cost for an order of disks is a half man-hoG0ahoney units per
hour, i.e.k = 25.

The holding cost for disk space (assuming that they areliedtan arrival) includes
power consumption, replacement disks on error etc. Sugh@samounts to a small
amount of power consumption, plus a ten percent chance aidpsvbuy a new disk
at 500 money units. Let’s take = 55 money units per disk per year as the holding
price. In fact, if we allow for the rapidly increasing capgaf disks, we might make

h larger to account for the loss of disk space from orderingetardy.

The optimal order size is now:

2% 25 x 1
A et 52 X~ 0.95 units (29)

This tells us that there is no benefit to mass ordering disfab¢hey are needed. It
is okay to order them one at a time, since they are relativghgesive to own, and
relatively cheap to order.
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9.3 Extended model

In reality, the production of merchandise takes a certaiowhof time. to produce or
assemble the inventory. We can make a trivial modificatiothefmodel to include a finite
and linear production schedule, with the simplifying asption that the rate of production
1) is always great than the rate of consumpthon

We shall once again assume an order sizg anfid a cycle time of'. By analysing the

Inventory

dt

Figure 10: The extended inventory model with continuousicyperation shows how the
stock is produced at a finite rateand used at a constant rateuntil it is exhausted.

triangular period in fig. 10, we can use the triangle formoléinid the area, as before in
the integral of eqn (19). The vertical height of the trian@kpresenting the peak amount
of inventory in store, given the stock is being used as it indpproduced) is

Imax = (ﬂ’ - )\)Q/U’ (30)

The length of the base is still. Moreover, by examining the triangle, we may confirm that
T = g/ A still holds.
The cost per order function is thus now:

Cla) = (k+5h(y— NTa/b)/T
ka1 q
= +5h( - )\)E (31)

Minimizing this cost function, by differentiation gives aptimal order size:

N EnY
e ) 2

and we recall that) > \. Asvy) — oo, this model become the basic model.

9.4 Effect of uncertainty in the rates

Even in an averaged regime, one must expect a certain ambumt@rtainty in the rates of
production and consumption. Suppose we assume/tlaaid A are independent variables
subject to small, symmetrically distributed uncertaisitie

A= A+ AN
Y=y LAY (33)
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Then, we may calculate the compound uncertainty*itoy the Pythagorean combination
of the first order Taylor expansions, in the usual way.

A = \/@q;)Q(AA)M(ZqDQ(AwP

1 ¢ (A)\) 2 N
= = — ) P2+ — | A2 34
20— \/ X v 59
There is a similarity between the idea of inventory contral the idea of system main-
tenance. The maintenance theorem of ref. [43] says that@nsys maintainable if

1 d{q) 1
— L = 35
W dt ST (39)
where(q) is the average level of inventory.

However, we note that the inventory models are steady statiels, so the maintenance
theorem is satisfied automatically, sin@g is constant, by assumption. If, however, we
allow for stochastic uncertainties in the model, then eg8) becomes essentially

1 Aq 1

5? < T (36)

which translates intéA\/\ <« 1 anddy /¢ < 1.

10 What is the cost of poor system administration?

There are clearly many areas in which a system adminissatecisions affect the poten-
tial for a business to operate. In purchasing decisions aedating costs, there are large
amounts of money to be saved. In a globalized environmemnthinh one has data centres
with load balancing, companies could even consider refrguequests to locations where
load is low or power is cheap. Resource utilization manageimen important part of cost
management.

A competent engineer is one of the most important accesstriany machine or sys-
tem. It is usually the member of personnel who is most foegotintil needed. Delays in
an enterprise’s operations could mean lost revenue, leitéss or even lost reputation (an
ability to attract new income). The repercussions can hiesgr

In the present world of virtual issues like CPU speeds andbmimof megabytes, one
sometimes forgets the importance of physical issues. Whtte effect of heat? How
should one avoid earth loops in a server room? Don’t hangetleylair-conditioner over
your expensive mainframe, and so on.

10.1 Importance of empiricism

In the second world war, pilots were said to fly by the seat eirthants, meaning that they
were intimately connected to their machinery—that theyleached the bumps and foibles
of the machine. An understanding of the empirical nature ®fsiem is just as important
today, even if there are no physical vibrations.

How does a system respond under load? How much power doe=?itHiew does the
weather affect the performance of computing equipmenthestaff? While these might
seem like frivolous questions, they have a very serious side

In a data centre, the questions above become design isssgstelin might thrash and
slow down under heavy load. A peak of power consumption néghise fuses to blow or
cooling equipment to overload. The weather can affect thia éihe centre: if the humidity

22



is too high, condensation can form on cool surfaces; if ibi low (very cold weather),
static electricity can cause errors and even power spilkgstn damage equipment.

Perhaps we might think that running a server room a few dsdretter can save some
money in cooling power? Or that extra humidity can increasespecific heat capacity of
the air and increase the efficiency of the eat transfer? Tihésgs can only be understood
through rational inquiry and measurement. For examplespieeific heat capacity of dry
air is 1005 Joules per kilogramme per degree Kelvin, and #a bapacity of air with
one hundred percent humidity is 1030 J/kg/K. The differeiscenly one percent, which
is probably far less than normal power fluctuations, and ésefore irrelevant. On the
other hand, humidity should be kept between forty to fiftygeait to balance the risks of
condensation and static electricity.

The scientific method: rational inquiry is a powerful mede&against such problems.

10.2 Return on investment and total cost of ownership

Return on investment is defined as the income per fiscal yadded by the cost of the
investment. This is often proportional to the throughputhaf enterprise. Ineffective use
of resources (poor scheduling or load balancing) can linig tPoor training of staff and
inadequate management can also affect it. Automation o€ basks can increase the up-
time of the system and avoid security problems.

10.3 Risk minimization

Understanding the risks of an organization and being abiéato for them is only possible
with analytical tools. The identification of points of faikiin the system network, the
analysis of dependencies and probability that servicetargill be met: these are examples
of issues that are impossible to plan for without a mixturerpiricism and analysis.

Internet

Internet

-

Servers Servers

(@ (b)

Figure 11: Load balancing without points of failure is altsianatter if one is looking for
redundancy. A load balancer is a tree — which is a structutle mvany intrinsic points of
failure and bottlenecks. How can these be completely elteithto make a high availabilty
data centre?

Risk can be used a means of optimization. For example, in[58f, the authors use
a minimum risk principle to find the best time to make a backapycof data in a busy
data centre. Many administrators will do this when the spseemost quiescent; however,
an analysis of risk shows that that is not the way to minimigk of loss due to random
error. Rather, the answer is about halfway between peakitgciind minimum activity
(after peak time), since more changes that can be lost occingpeak times (see fig. 12).
Whether an optimal solution is desirable is a matter forgyoli
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Figure 12:The ‘windshield wiper model’ for disk backup scans acrosssfih a timet; aboutto.
The wavy line shows the average rate of point change arrtiaiig a 24 hour period. There are
three regions of currently unknown sizes: region | beforekbp, region Il during backup and region
Il after backup. The file change procegs) bringsgq arrivals at timet and provides a probabilistic
weight to the expected risk: if more files are arriving, trekof loss will be higher.

10.4 Incident response and fire-fighting

Incident response is like an inventory model or queueinggss. Incidents or events form
an arrival, point process that accumulate into a queue wefitory’ of tasks to be cleared.
By analogy with the language used in configuration managépwity, a business ‘inci-
dent’ could be defined as a deviation from policy, or it couddabcomplaint or a failure of
some part of the business to deliver on a promise. We can ntluideédind of process with
various levels of sophistication.

The illustration in fig. 8 can also be interpreted, somewkrapBstically, as a deter-
ministic expectation of maintenance costs, At the leaduhgeeof the saw-tooth one can
imagine a quota of jobs to be complete arises (suddenly)dailly, these jobs are com-
pleted and the inventory is cleared. After a periodic irgérone reschedules the next
batch.

Although simplistic, this could be a realistic approachitoe management—a way
of clearing processes from a help-desk message queue, ercther E-mail queue. One
simply chooses\ = 1/T to fix the frequency of turn-around. There is an initial ldgial
cost of scheduling time to answer job messages (e.g. lepamd research time to study
the problem), and there is a cost associated with having tireanswered, or un-repaired
(broken promises, maintenance contract penalties).

The optimum timeT™* tells us how to prioritize this process; the optimal invempto
order tells us how many jolg to schedule at a time. This is related to the queue length in
gueueing models.

Another example of this kind of scheduling is periodicalsheduled maintenance
tasks, like garbage collection and configuration mainteaamhere the scheduling order
cost is the amount of resources needed to locate and fix itprablems. The holding
cost is harder to estimate, but involves lost productivitgoe to faults.

Incident management in relation to ITIL and business objestis advocated in ref.[8].
The authors consider a policy-based prioritization, basethe penalty costs of failing to
meet obligations in Service Level Agreements, and using-ifiscounting as an impor-
tance ranking, based on the urgency of the incident. It isra fof anomaly detection.
These authors take essentially the analogous view to agaieéihition as is put forward
for system administration in refs. [43, 54], namely thatigols an expression of the lim-
its of a probability distribution. Prioritization can befaed essentially by the number of
standard deviations off ‘normal’
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Policy involved defining a series of mappings from low lewedgts into a policy model.
Thus policy involves an associative map, based on a noti@vefage correctness and a
classification of incident ‘distance from normal’.

11 Conclusions

How does system administration integrate into the busipessess? Itis centre stage. The
system administrator plays the role of a service provider@a maintenance agent. In
a world of increasing reliance on computing systems, théneegs who design, tune and
maintain the system are the keys to its success.
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Abstract - Peer-to-peer (P2P) systems are flexible, robust, and
self-organizing resource sharing infrastructures which are typi-
cally designed in a fully decentralized manner. However, a key
problem of such systems are peers overusing a resource. This
paper presents a fully decentralized scheme to achieve fair use in
P2P systems, which does not require a priori information about a
peer. The approach developed is based on a scarce resource trad-
ing scheme (SRTCPU), which utilizes CPU time as a form of pay-
ment. SRTCPU provides an incentive to offer CPU time in return
of consuming a scarce resource. A distributed DNS has been
implemented as an example application that uses SRTCPU.

I. INTRODUCTION

A P2P system is fault-tolerant, robust and usually does not
require any special administrative arrangements [3]. Currently,
several P2P infrastructures exist, which can be used to imple-
ment large-scale applications, e.g., CAN [19], Chord [23],
Pastry [20], or Tapestry [25]. Applications based on these P2P
systems may not only suffer from malicious nodes that can
stop an application to operate by deploying a sibyl attack [11]
or by pseudospoofing [10], but may also suffer from overuse
of resources they do offer [8].

A node in a P2P system has typically a limited amount of
resources that it may share with other nodes, e.g., bandwidth,
storage space, or central processing unit (CPU) power.
However, if these resources are overused by other nodes, an
unbalanced load is created such that nodes, which actively
contribute to the network, are punished [14]. To reach a fair
allocation of resources every node should only be allowed to
use the amount of resources it provides. Three different
accounting concepts can be applied to achieve such a fair
allocation:

Centralized accounting can account for resource usage of
every node in a P2P system. However, a central element is not
a good option as the specific flexibility and robustness proper-
ties introduced by a decentralized P2P system would be weak-
ened.

Decentralized collection of information about a node’s
behavior is an accounting concept that requires cooperation.
Nodes collect information about resource usage and behavior
of other nodes and provide other nodes with this information.
Thus, decentralized collection of information is cooperative
because the information is provided partly by third party
nodes.

Decentralized resource trading allows nodes to be indepen-
dent from other nodes. Resource trading denotes the concept
that a node receives a resource in return for providing a
resource [7]. Resource trading is fully decentralized, as a node
can trade with its own resources and can decide on its own
whether or not to provide resources. Thus, the node is inde-
pendent of other nodes.

In this paper, a fully decentralized resource trading scheme
is developed. The scheme prevents overuse of resources in a
P2P system by introducing a payment for services, which is
based on calculations using CPU time. It maintains a self-reg-
ulated, self-organized, and sustainable resource exchange tar-
geted at a fair resource allocation. This approach is termed
SRTCPU (scare resource trading with CPU time) [5]. The
scheme proposed is evaluated using a name service as an
application example. Thus, a Distributed Domain Name
System (DDNS) prototype has been built that overcomes the
resource overuse problem by applying SRTCPU. An analysis
of this DDNS has been performed demonstrating that
SRTCPU can be used in an integrated fashion with an
application. The implementation and evaluation focuses on
DDNS, where SRTCPU is a key component of it.

A first approach in developing a name service using P2P
networks was developed in [8]. The key problem described
there is the problem of insertion denial of service, which is
considered in the context of this paper as a resource overuse.
This problem deals with the possibility of a massive insertion
of name value pairs. A node reserving every possible name
combination in an endless loop could induce a stop in the net-
work operation as new names can no longer be inserted. In
contrast, in the traditional non-distributed DNS it is not possi-
ble to reserve such a great number of name combinations
unless a huge amount of money is spent, since every name has
a price to be paid.

Therefore, SRTCPU is proposed as a payment for name
insertions into a DDNS. Unlike crypto puzzles, which deter-
mine a specific type of calculation in order to keep the CPU
busy, SRTCPU can use the CPU for any type of calculation,
e.g., a useful calculation. This enables to contribute CPU time
to a grid or other tasks which are in the need of computational
power, e.g., for solving large-scale computation problems,
such as in SETI@home [21].

SRTCPU achieves a fair use, because a node can only use
as much resources as an average node does, which means that
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a node cannot overuse a given resource. This does not com-
pletely compare to freeriding, since SRTCPU does not directly
enforce that a node using resources has to provide resources as
well. However, SRTCPU prevents freeriding indirectly. If a
node a has been identified as malicious (e.g., a freerider) by
node b, then the provided resources from node a in order to
use resources on node b are lost. The following example illus-
trates the difference between freeriding and fair use achieved
by SRTCPU: E.g., pure freeriding can be described as a user
traveling by train without paying a fee. In contrast, with
SRTCPU users potentially pay 5 cents for a single train ticket.
If the price is too low, everyone may be traveling by train,
thus, the train will become overcrowded and the price will rise
to 5 dollar.

The remainder of this paper is organized as follows: While
Section II . compares related work, Section IIT . defines the
design of SRTCPU. Section IV . discusses the implementation
of the distributed DNS prototype and validates requirements.
Finally, Section V . summarizes and discusses future work.

II. RELATED WORK

A review of related work has revealed a number of different
approaches tackling the problem of resource overuse. Key
characteristics taken into account cover the level of decentrali-
zation and the dependency on other nodes. These characteris-
tics clearly distinguish the three concepts. Consequently,
related work is discussed and compared according to the fol-
lowing dimensions:

» Existence of a central element. This indicates whether a
central element is present or not.

* Identification of fair resource usage based on local
data. Trust is good, control is better. A decision taken
based on local data judging if a node is overusing a
resource is always better then to trust other, potentially
malicious nodes.

+ Efficient resource usage. Counting back a hash is an
exhaustive calculation. CPU time cannot be contributed to
calculate anything else, e.g., SETI@home [21].

* Resource symmetry. Resource symmetry denotes the
trading with the same kind of resources, for example band-
width in exchange for bandwidth.

For further information on related work, refer to [5].

A.  Comparative Dimensions

Distributed systems applying decentralized or centralized
schemes do show different behaviors. Thus, a comparative
study has been performed. The notion of cooperation has been
introduced to denote a high degree of dependency. In coopera-
tive systems, e.g., transitive trust management ([1] [9] [12]
[15]), a node is dependent on more nodes than in independent
systems. For example in tit-for-tat (TFT), a node can make a
decision about sharing a resource based on the interaction
between itself and another node. Examples for deploying a

central element are: DNS, SETI@home [21], PPay [24], or
A4C [22].

Resource trading can be divided into symmetric and asym-
metric resource trading. Symmetric resource trading happens
when the same kind of resource is traded between two nodes,
e.g., if one node requests x data sets from a second node, the
first node has to provide the second node with x data sets, too.
Bittorrent [6] is an example of symmetric resource trading
with bandwidth taking place. However, symmetric resource
trading only works, if the first node is interested in the
resource of the second node

If symmetric resource trading is not possible another
resource available for trading has to be found. Asymmetric
resource trading happens when one type of resource is traded
for a different type of resource, e.g., storage space in return for
CPU power. HashCash [2] and SRTCPU deploy an asymmet-
ric resource trading scheme. Asymmetric Resource Trading
implies dealing with exchange rates for trading different
resources with different values. However, in a decentralized
system, no supervisor or resource allocator is present. There-
fore, decentralized resource trading has to happen in a com-
pletely self-regulated and self-organized way.

B.  Comparison

With respect to SRTCPU, TFT and hashcash, no central ele-
ments are necessary and they are not dependent on data from
other nodes for verifying fair resource usage. In addition, with
SRTCPU CPU time can be used for arbitrary calculations. In
contrast, hashcash keeps the CPU busy with a very specific
computational task without any freedom of choosing an arbi-
trary calculation. This can be considered as a waste of CPU
time. Finally, in contrast to TFT, no resource symmetry is
required for SRTCPU. Thus, SRTCPU defines an optimal
approach to prevent the overuse of a resource in a fully decen-
tralized system. The full comparison of approaches is shown
in Table , where “+” indicates the presence of the characteris-

tic, while “-” indicates its absence.
TABLE I
COMPARISON OF DIFFERENT APPROACHES FOR RESOURCE TRADING
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PeerMint [13] + - + +
SRTCPU + ¥ + N

a. Trust Management has to limit the number of possible identi-
ties of a client. [11] show that without resource trading, a limi-
tation is only possible with a central element.



III.LEXAMPLE-DRIVEN DESIGN

Based on the investigation of related work, the key require-
ments for SRTCPU have been collected. The detailed design
of SRTCPU includes the set of mechanisms in charge of send-
ing computational tasks. Those need CPU time to be solved,
basically in exchange for another resource to become as scarce
as the CPU time. The basic design of such a use of CPU time
includes a process to chose randomly a third party acting as a
task provider.

A.  Technical Prerequisites and Requirements

A node ID identifies a node, and SRTCPU relies on the fact
that a node ID cannot be freely chosen. A prevention of arbi-
trary node ID selection can, e.g., be achieved by calculating
the node ID based on the IP address [23]. A second possibility
is to use a central element, as proposed by [11] to assign node
IDs.

The following 7 requirements have been defined to enable
the design of a fully decentralized asymmetric resource trad-
ing scheme which will meet the key goals of a distributed
system: efficiency and scalability with respect to the number
of resources being dealt by and the number of users utilizing
the scheme developed:

* Fair. Provide a fair allocation of resources, i.e. prevent
resource overuse.

+ Fully decentralized. No central elements should be present.
* Load balanced. A node should not become a bottleneck.

e Fault tolerant. A failure of nodes should not affect the ser-
vice.

» Self-organized. The scheme is able to adapt to changes in
the network.

» Efficient. The scheme should consume as little resources
as possible.

* Trustworthy. In order to reduce the risk of attacks, minimal
trust relations should be deployed.

B.  Main Challenge

The main challenge of the architectural design is to ensure
that a node has calculated a task by itself. Without this assur-
ance the node could re-label the task and send it as a task pro-
vider to another node. To prevent such behavior a checksum
of what has been calculated is being made. The same task
from the same task provider results in the same checksum. The
checksum is calculated using the instructions that have been
performed and the node ID of the node that has commissioned
the task. A malicious node that relabels a task and sends it
back as a new task will receive a different checksum from that
relabeled task. The node which received the relabeled task will
use the node ID from the malicious node to calculate the
checksum. As stated in the technical prerequisites, a node ID
cannot be freely chosen and other nodes can verify that. As a
consequence, a malicious node cannot fake its node ID with-
out being detected.

C. SRTCPU Design

The basic design of SRTCPU is depicted in Figure 1. Three
participants can be identified: A task provider that has a calcu-
lation to be outsourced, a requesting node (node 2) and a node
that provides a resource (node 1). The number of requesting
nodes is denoted 7, the percentage of malicious nodes is m.

The communication starts with node 2 requesting a resource
(1). In order to get that resource node 2 must be willing to pro-
vide CPU time for that resource. Node 1 sends this request to
the task provider (2). Node 2 receives and calculates the task
(3) which was requested from node 1. During task calculation,
a checksum is generated which includes the node ID of node 1
and the instructions that have been executed during the task.
The result and the checksum are sent back to the task provider
(4). Node 1 receives the checksum from node 2 and the task
provider (5), (6). This allows node 1 to determine if the task
provider has received the result. If the checksum is not
received from the task provider, an error has occurred either at
node 2 or the task provider. Node 1 will mark both nodes in a
local list as potentially malicious. If a certain threshold is
reached as a node continues to behave incorrectly, that node
will not be considered anymore as a trading partner in future.

4. Result +
Checksum

3. Task
—_—

Task provider

Figure 1. Basic design of SRTCPU with three participants (r=1, m=0).

A task provider can announce itself to any node. The task
provider that announces itself to a node does also have to com-
pute a task to get listed. A listed task provider is then ran-
domly selected to provide a computational task.

A design with three participants and =/ is not feasible if a
malicious node may send back arbitrary data and checksums.
Therefore, more nodes (»>1) have to be introduced. Figure 2
shows the extended design with »=2. Node 4 has been intro-
duced and is calculating the same task as node 3. It is obvious
that a task has to be deterministic. Node 1 receives r check-
sums that have to be equal. If they are not, one node has made
a mistake and both nodes are marked as potentially malicious.
When the number of mistakes reaches a certain threshold, a
malicious node is detected. Note, that this scheme only works
when m<0.5.

Node 1 is also able to send a computational task, if no task
provider is available or »=1 with m>0. The task looks similar
to hashcash, calculating back a hash, i.e. node 1 sends node 2 a
hash value of an initial value. Node 2 has to calculate back a
possible initial value for that hash value.



It is also possible to have »>2. With more checksums sent
back, node 1 can determine faster if a node is behaving mali-
ciously. However, with more nodes, more overhead is created.

The number of malicious nodes may vary from none to any
number. Through parameter » and the type of task (crypto puz-
zle or arbitrary calculation), the impact of malicious nodes can
be reduced or even eliminated. When using crypto puzzles the
scheme can tolerate any number of malicious nodes indepen-
dent of r, because the result of the task can be verified by the
node that has sent the task. When using arbitrary calculations,
with »>1 a certain amount of malicious nodes can be present,
because the checksum can be compared and, thus, malicious
nodes can be detected and ignored. By varying the parameter »
and the type of task, SRTCPU can be adapted to a certain
number of malicious nodes trying to overuse a resource.
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2. Request Task for Node 2 and Node 3
6. Checksum from Node 2 and Node 3
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Figure 2. Extended design of SRTCPU with four participants. 2 nodes
(node 2,node 3) have received the same task (r=2)

D.  Self-Regulating Task Difficulty

With SRTCPU a resource is paid by calculating a task. The
amount of payment is defined by the difficulty of the task
which is an important factor in making a resource scarce. If
the difficulty is set too low, overuse will be the result, if it is
set too high, underuse will happen. Along with every check-
sum sent back, the number of processed instructions is sent to
indicate if more computation is needed. Node 1 knows how
much node 2 and node 3 have calculated by indicating the
number of processed instructions that has been returned to
node 1. Node 1 now needs to determine the average CPU time
per inserted name value pair to keep the scheme self-regu-
lated. This way, the scheme keeps track of an increase in CPU
power over time [18].

Node 1 can determine the average CPU time with a bench-
mark on itself, under the assumption of having an average
CPU. A tolerance factor will be applied to allow for a wider
range of different CPU power. The tolerance factor determines
how homogeneous in terms of CPU processing speed the sys-
tem can be. This is an important factor because not every node
has the same CPU power. Small and embedded devices have
usually lower CPU power. SRTCPU rather focuses on homo-
geneous systems where a similar amount of resources are
available on every node.

To calculate the average CPU time per inserted name, node
1 needs to know the average amount of data stored in the P2P
system. Again, the node assumes that its stored data is the
average. With the average CPU time and the average stored
data, node 1 can decide if node 2 and node 3 have calculated
enough to be allowed to store a name on node 1. Hence, the
system is self-regulated.

IV. IMPLEMENTATION AND EVALUATION

DDNS has been implemented to validate the feasibility of a
decentralized name service using SRTCPU. SRTCPU comes
in place when a name is stored. With every store command,
SRTCPU provides a task for the node that wants to store a
data record.

The calculations of the task are executed in a virtual
machine which performs only mathematical tasks. For the
sake of simplicity, a prototypical MathVM [4] has been imple-
mented in Java. The MathVM can update the checksum on
every processed instruction. It uses its own language and has
an assembler that translates the source code into instructions
(opcodes). A task description in the MathVM has a fixed size
of several Kilobyte. Only one task description representing a
crypto puzzle has been implemented for SRTCPU. The proto-
type does not take into account any malicious nodes. DDNS is
based on a DHT with an XOR metric [16] with an adaptation
of the DDNS message format. DHTs provide a good perfor-
mance for lookup, i.e. in O(log n), where n is the number of
nodes. The prototype has been tested with 1000 nodes to vali-
date that the search scales gracefully [4].

A.  DDNS Efficiency Analysis

The two most important commands of DDNS are get and
store. A get is a data lookup that takes O(log n) in a structured
overlay network [16]. A store performs first a lookup in O(log
n), in order to find the node where to store the data. For the
detailed communication protocol, please refer to [4].

Let n be the number of participating nodes. It is assumed
that the number of queries scales with O(1), which means that
the number of queries a user performs are constant over time.
The analysis of the store and get commands shows in the fol-
lowing that the message complexity remains O(log n) as in the
Kademlia network [16].

The get command has been modified for SRTCPU to obtain
always more than one result, but this does not affect O(log n).
Based on the fact that the number of queries p(n) is O(1), the
overall number of messages which equals to p(n) * O(log n) is
also O(log n). The store command has been modified with the
SRTCPU mechanism. First, every store performs a get to
check if the name exists. For every store the message com-
plexity is p(n)+(p(n) * O(log n)). Again p(n) is O(1) and the
efficiency is O(log n). Then the tasks and the results are being
exchanged without any further lookup.

Even if p(n) would be O(log n), the complexity of the store

command would still be O(log n)2 . However, with p(n) = O(n)
the complexity would be O(n * log n), which is too high. On



the other hand, with the same situation that p(n) = O(n), the
complexity of the DNS would be O(n) * O(1) = O(n), thus the
scheme would still not scale.

As a result of this analysis, all modifications do not exceed
O(log n) and the lookup remains scalable. Nevertheless, some
optimizations could boost the performance. One optimization
is clustering as done in SHARK [17]: The namespace can be
divided into parts. A part is built by grouping similar nodes.
Similar in this context means that nodes searching the same
names are similar. Let p(n) be the amount of nodes that
searches within its parts and ¢(n) be the amount of nodes that
searches in other parts. Having constant part sizes and grow-
ing numbers of parts, a get command in such a part is O(1).
The get command for searching in- and outside of a part is p *
O(1) + g * O(log n). The complexity remains O(log n), but if a
lot of searches are within a part, the get command becomes
faster. The second optimization is caching, where the same sit-
uation arises. When caching a lot of entries the get command
becomes faster, but there will also be uncached names, conse-
quently the system remains O(log n).

B.  DDNS Experiments

The prototype implemented has been tested and several
simulation experiments with up to 100 nodes per machine
have been performed. 10 machines have been used to simulate
a network.
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Figure 3. Simulation experiments of the prototype with SRTCPU as a par
of DDNS.

These experiments have confirmed the results of the effi-
ciency analysis. The simulation has been performed using
DDNS as an example application that uses SRTCPU. To
enable SRTCPU in DDNS the sfore command has been modi-
fied. With each store command, a request for a task is sent. A
reply to a store command includes the task and after calculat-
ing the task, the result is being sent back. The result for the
number of messages in total for get and store are depicted in
Figure 3. This figure indicates that the communication cost
grows with O(log n). In the experiment 15 names were stored
and 100 get requests were made. The get requests were made
once and the store commands were repeatedly called. After all
names had been stored and 100 requests had been made, the
run was aborted. The numbers of nodes tested were 10, 20, 60,

100, 150, 200, 500, 1000. In each step, 2 runs were made and
the mean was calculated. A node could fail with a probability
of 10%. Malicious nodes were not considered (m=0), no task
providers were present, and r=1.

Due to the implementation of the prototype with just one
thread per communication channel, only a small number of
nodes (app. 150 nodes) could be tested per machine.

C.  Validation and Discussion
Key requirements discussed above have been met.

» Fair. Fairness is achieved since everyone has to pay about
the same amount of CPU time for a resource. The amount
of CPU time to be paid is self-organizing. Resource over-
use is limited through the introduction of SRTCPU offer-
ing the possibility of trading different types of resources.
In DDNS, a name value pair is traded for CPU time.

* Fully decentralized. SRTCPU is fully decentralized. No
central element is necessary to account for resource usage.

* Load balanced and fault tolerant. Due to redundant storage
a failure does not affect the scheme and the load is bal-
anced. Additionally, a caching mechanism in DDNS could
optimize the balance especially with popular names.

+ Self-organized. With the use of CPU time to prevent over-
use of a resource, every node can decide how much to
charge for its resource. A central element is not necessary
and a self-regulating task difficulty establishes a balanced
charge of CPU time with respect to increasing processing
power (Moors’ law [18]) over time. Therefore, even when
the resources change over time the system itself remains
self-organized.

+ Efficient. Although CPU time has to be spent, SRTCPU
adds a benefit over a crypto puzzle by making the CPU
time available for other calculations as well.

* Trustworthy. Trust can be measured based on local data.
Thus, minimal trust relations have been achieved.

In SRTCPU, malicious nodes can either be detected by
introducing redundancy and comparing the results of the cal-
culations from other nodes, or by sending crypto puzzles as
computational task. Malicious task providers can also be
detected based on redundancy, i.e. nodes can randomly pick a
task provider. Information about unexpected behavior of task
providers and nodes will be collected and evaluated. If a cer-
tain threshold of unexpected behavior is reached, the node or
task provider is considered as malicious. The number of task
providers can also be limited by using SRTCPU when a new
task provider joins the system, i.e. to get listed on a node, a
task provider would have to pay with CPU time. The type of
calculation that a task provider wants to have calculated is not
important. To protect against misuse, an endless loop in a cal-
culation will result in a time-out.

A problem arises when the network is very heterogeneous,
i.e. with a lot of different CPU capabilities. [11] states that
large-scale distributed systems are inevitably heterogeneous.
Especially embedded and small devices have usually fewer



resources to allocate. However, if a participation in a system
requires certain resources, the problem of heterogeneity is less
relevant. If a node wants to join the network it has to make
sure that it has enough resources. If there are not sufficient
resources, the node cannot join and has to be upgraded, e.g.,
with more storage space or a faster processor. The result is that
every SRTCPU participant will have a similar amount of
resources available.

Efficiency is limited by the possible presence of malicious
nodes and the absence of nodes for the verification of a com-
putational task. Overhead is created as SRTCPU has to send a
task to multiple nodes to verify the result. Therefore, the cal-
culation is not as efficient as in a supervised system. A fall-
back strategy similar to hashcash is used when just one node
requests a resource. In this case, the CPU time cannot be con-
tributed to calculate anything else.

The bandwidth capacity of a node may become a bottle-
neck, if the task description is large. In the DDNS prototype,
the task description is limited to a fixed size. Without this lim-
itation, the required bandwidth would be considered as part of
the payment.

It is not possible to guarantee uniqueness of names in a fully
decentralized system. However, the ambiguities in DDNS may
exist only for a limited time. If two names are inserted at the
same time but from different peers, the name propagated faster
will prevail [4].

V. SUMMARY AND FUTURE WORK

Introducing CPU time as a scare resource in a P2P system
can make other resources as scare as the CPU time by binding
these two resources together. As an example application of
SRTCPU, DDNS has been implemented. DDNS is an archi-
tectural concept of a decentralized name service based on a
P2P network. It implements SRTCPU to protect the critical
resource storage space for name value pairs. The names can
be retrieved in O(log n) due to the underlying DHT. With the
introduction of task providers, one can use the CPU time,
resulting from name insertions, for any task. It can, e.g., be
used in a grid, to solve large-scale computation problems sim-
ilar to SETI@home. Contrary to the altruistic donation of
CPU time to large-scale computation communities, DDNS
creates an incentive to provide CPU time to a grid. Thus, the
feasibility of DDNS has been validated with a prototypical
implementation.

Future approaches may be based on different resources,
other than CPU time. For example, a decentralized web page
system with a name service could have storage space and
bandwidth as the scarce resource. In order to store the name of
a web page, storage space would have to be provided to other
nodes.

To achieve a more detailed view of the impact of malicious
nodes and to retrieve additional data from the simulation, sim-
ulation experiments are prepared to be made on a group of
machines, mainly ba varying the parameter » and changing the
number of malicious nodes.
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